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AbstractAbstractAbstractAbstract    
Service-Oriented Architecture (SOA) is an approach to distributed 
computing that considers software functionality as Services on the 
network. Event-Driven Architecture (EDA) is an approach where events 
trigger asynchronous messages that are then sent between 
independent software components. Some people think that these two 
approaches are different, alternative takes on distributed computing, 
but that’s not correct. In fact, SOA supports a variety of interactions, 
many of which are event-driven. 
 
To truly understand the power of SOA, it’s important to keep in mind 
that SOA represents an abstraction layer that masks the complexity of 
the underlying technology, including the details of how various pieces of 
software interact—whether via events or some other kind of message. In 
fact, SOA allows for a range of approaches depending upon the 
complexity of the underlying environment. 
 
In complex, heterogeneous enterprise environments, SOA often requires 
rigorous Service contracts enforced on a reliable messaging 
infrastructure like those Enterprise Service Buses (ESBs) provide. In 
more limited situations, however, more lightweight approaches to SOA 
are more appropriate. Lightweight event-driven approaches like the one 
KnowNow offers can be the most appropriate, cost-effective distributed 
computing technique in situations where enterprise SOA capabilities are 
overkill.  

 
 
 

All Contents Copyright © 2003 ZapThink, LLC. All rights reserved. The information contained herein has been obtained from 
sources believed to be reliable. ZapThink disclaims all warranties as to the accuracy, completeness or adequacy of such 
information. ZapThink shall have no liability for errors, omissions or inadequacies in the information contained herein or for 
interpretations thereof. The reader assumes sole responsibility for the selection of these materials to achieve its intended 
results. The opinions expressed herein are subject to change without notice. All trademarks, service marks, and trade names 
are trademarked by their respective owners and ZapThink makes no claims to these names. 

All Contents Copyright © 2004 ZapThink, LLC. All rights reserved. The information contained herein has been obtained from 
sources believed to be reliable. ZapThink disclaims all warranties as to the accuracy, completeness or adequacy of such 
information. ZapThink shall have no liability for errors, omissions or inadequacies in the information contained herein or for 
interpretations thereof. The reader assumes sole responsibility for the selection of these materials to achieve its intended 
results. The opinions expressed herein are subject to change without notice. All trademarks, service marks, and trade names 
are trademarked by their respective owners and ZapThink makes no claims to these names. 



 Events vs. Services: The Real Story October 2004 

Copyright © 2004, ZapThink, LLC 3 

ZapThink, LLC ! 11 Willow Street, Suite 200 ! Waltham, MA 02453 ! info@zapthink.com ! www.zapthink.com

Table of ContentsTable of ContentsTable of ContentsTable of Contents    

I. EDA and SOA: Definitions and History ............................................................................................. 4 
What are EDA and SOA? ............................................................................................................... 4 
How did we get here?.................................................................................................................... 5 

II. Loose Coupling: How Loose is Loose Enough? ............................................................................... 7 
Service contracts and loose coupling .......................................................................................... 7 
Fully decoupled events ................................................................................................................. 7 
Don’t be afraid of tight coupling ................................................................................................... 8 

III. Invocation Mechanisms in SOA........................................................................................................ 9 
Request/reply ................................................................................................................................ 9 
Publish/subscribe .......................................................................................................................10 
Routed events..............................................................................................................................11 
Reliable messaging .....................................................................................................................11 
Abstracting the invocation mechanism......................................................................................12 

IV. Lightweight Events in SOA ..............................................................................................................12 
When WSDL is overkill ................................................................................................................13 
When HTTP and SSL are sufficient.............................................................................................13 
Best practice: lightweight tools for lightweight jobs ..................................................................14 

V. KnowNow: Lightweight Events, with or without SOA.....................................................................14 
The ZapThink take.......................................................................................................................15 



 Events vs. Services: The Real Story October 2004 

Copyright © 2004, ZapThink, LLC 4 

ZapThink, LLC ! 11 Willow Street, Suite 200 ! Waltham, MA 02453 ! info@zapthink.com ! www.zapthink.com

I.I.I.I.    EDA and SOA: Definitions and HistoryEDA and SOA: Definitions and HistoryEDA and SOA: Definitions and HistoryEDA and SOA: Definitions and History    
Service-Oriented Architecture (SOA) is a novel approach to distributed computing 
that is getting quite a bit of attention, but there’s a purported alternative 
approach known as Event-Driven Architecture (EDA) that is stealing some of the 
thunder from SOA. Some people say that SOA and EDA are competitive, mutually 
exclusive concepts, and that enterprises have to choose between one or the 
other, casting uncertainty into the decisionmaking processes of IT architectural 
committees at many enterprises. However, this dichotomy results from a lack of 
understanding of what SOA and EDA truly are. In fact, EDA is not truly a separate 
architectural approach, but is actually core to how companies should implement 
a proper SOA, and distinguishing EDA as a separate architectural approach is at 
best misleading, and at worst, dangerously incorrect. 

What are EDA and SOA?What are EDA and SOA?What are EDA and SOA?What are EDA and SOA?    

An understanding of EDA and SOA begins logically with an understanding of 
events and Services. We can define events as follows: 

! An ordinary event is something that happens in the real world. In other 
words, an event is some change in the state of the universe. 

! An ordinary business event is a meaningful change in the state of the 
enterprise or of something relevant to the enterprise, such as a 
customer order, the arrival of a shipment at a loading dock, or the 
payment of a bill, for example. 

! A software event is a record of an ordinary event in software. Software 
events consist of data that describe the ordinary event, typically in the 
form of a message from one piece of software to another. 

! There is also the notion of a complex event, which is an aggregation or 
correlation of two or more software events into another software event.  

Because software events always correspond to ordinary events, when we use the 
word event, we’ll technically mean a software event, with the understanding that 
there’s an ordinary event behind it. Correspondingly, when we talk about 
Services, we refer to a software representation of a real-word concept: 

! A Service is a representation of software functionality represented by an 
interface that can send and/or receive messages. 

Now, before we can define EDA or SOA, we must also define architecture. There 
are several definitions for architecture in the context of software systems, but 
one that describes the concept quite succinctly comes from the Institute of 
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Electrical and Electronics Engineers (IEEE): 

! Software architecture is the fundamental organization of a system 
embodied by its components, their relationships to each other and to 
the environment and the principles guiding its design and evolution. 
(IEEE P1471/D5.3) 

While the components referred to in the above definition generally refer to 
hardware and software, the architecture also includes their relationships to their 
environment—namely, the people that work with the technology and the 
organizational constructs that form the business. 

We can now leverage the definitions of events and architecture to define EDA. 
EDA is an approach to distributed computing where events trigger asynchronous 
messages that are then sent between independent software components that 
need not have any information about each other. An event source typically sends 
messages through some middleware integration mechanism like a bus, and then 
the middleware publishes the messages to the objects that have subscribed to 
the events. The event itself encapsulates an activity, and is a complete 
description of a specific action. When the two participants in an event (sender 
and receiver, or server and client, if you will) need have no information about 
each other in order to interact, those participants are considered to be 
decoupled.  

SOA, on the other hand, is an architectural approach where software 
functionality is exposed as loosely coupled, location independent Services on the 
network. Coupling is a term that describes the level of common knowledge 
necessary in a distributed computing exchange. In a tightly coupled exchange, 
the programmer of one participant (say, the client) must have detailed 
knowledge about the behavior of the other participant (in this case, the server) in 
order to successfully complete the required interaction between the two pieces 
of software. Likewise, in a fully decoupled exchange, the two participants need 
have no knowledge about each other in order to interact. And finally, in a loosely 
coupled exchange, the two participants may have specific, limited knowledge 
about each other. Such information appears in a Service contract, which is a 
document external to each participant that provides the information each 
participant needs to interact with the other. 

In SOA, therefore, the only dependency between the provider and consumer of a 
Service is the contract, which the third-party Service registry provides. The 
dependency is a runtime dependency and not a compile-time dependency. The 
consumer obtains and uses all the information it needs about the Service at 
runtime. The Service interfaces are discovered dynamically, and messages are 
constructed dynamically. The Service consumer does not know the format of the 
request message or response message or the location of the Service until it 
needs the Service. 

How did we get herHow did we get herHow did we get herHow did we get here?e?e?e?    

SOAs, therefore, should be loosely coupled, while EDAs are often described as 
decoupled. In other words, in an SOA, Service producers and consumers need 
have no knowledge of the workings of the other except what is expressed in the 
Service contract (i.e., the WSDL file for the Service), while in an EDA, there is no 
need for any such contract. The only connection between event producers and 
consumers are the publish and subscribe activities themselves. However, it’s 
important to point out that coupling is in reality a spectrum of levels. There’s 
really no such thing as true tight coupling or full decoupling, but rather more or 
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less loosely or tightly coupled in relation to some other distributed computing 
approach. 

The big problem with EDAs described as fully decoupled, however, is that they 
are not particularly good for application-to-application communication. This level 
of loose coupling works for completely unstructured information, for example, 
textual information intended for human consumption. When one application 
publishes data for another application to consume, however, in the absence of a 
Service contract, those data are necessarily fine-grained. In other words, a fully 
decoupled event might be an alert that a process is complete or might be some 
kind of acknowledgment, but the subscribing application would be hard pressed 
to make sense out of a complex, structured event in the absence of a Service 
contract. 

In an SOA, on the other hand, Web Services provide a standards-based approach 
to such Service contracts. The three core Web Services standards, SOAP, WSDL, 
and UDDI, each provide a key part of the loose coupling characteristic of SOA. To 
understand the relationship between SOA and EDA, it’s important to understand 
SOAP first. (Note: SOAP was originally an acronym for the Simple Object Access 
Protocol, but is now no longer an acronym; it’s just SOAP).  

SOAP is an XML-based messaging protocol that supports four interaction 
patterns: request-response (client to server and back), notification-response 
(server to client and back), one-way from client to server, and notification from 
server to client. In this way, SOAP by itself is able to support both remote 
procedure call (RPC) and document-style interactions, in either a synchronous or 
asynchronous fashion. In particular, the event notifications core to EDA have 
been a part of SOAP from the beginning. 

SOAP by itself, however, does not provide all the detail needed for a full event-
driven publish/subscribe environment. As a result, there are several initiatives 
working their way through vendor groups and standards bodies meant to 
complete this picture: one camp is working on Web Services Notification (WS-
Notification), Web Services Base Notification (WS-BaseNotification), Web 
Services Brokered Notification (WS-BrokeredNotification) and Web Services 
Topics (WS-Topics), while another camp is working on Web Services Eventing 
(WS-Eventing), Web Services Dynamic Discovery (WS-Discovery), Web Services 
Coordination (WS-Coordination), Web Services Metadata Exchange (WS-
MetadataExchange), and Web Services Business Activity Framework (WS-
BusinessActivity). Now, it’s obvious that much work remains to bring this laundry 
list of specifications into a single streamlined set of standards, but be that as it 
may, once the dust settles, SOA based on Web Services will offer a complete set 
of event-driven mechanisms. 

The broad-scale migration to SOA is therefore helping to pave the way for broad 
adoption of events, because SOA and event-driven computing are based on 
distributed business components. Many of the same characteristics, such as 
modularity, encapsulation and interface documentation, that apply to SOA 
components also apply to event-driven components.  

On the other hand, in an SOA application logic and functionality become more 
coarse grained—in other words, Services become more “business-like” and less 
“API-like.” At the highest level, all of the details of how the company operates (its 
processes and services) are hidden from the Service consumer. Invoking these 
Services then becomes a matter of sending the right messages (or events) to 
trigger processes to occur that in turn generate subsequent events for further 
Service processing. 
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The bottom line, then, is that it’s possible for an EDA not to be Service-oriented, 
but for most practical purposes, event-driven interactions in an EDA should be 
Service-oriented. The distinction between the two approaches, therefore, is more 
of a technical detail than a difference that has any importance to the business. 
So, what we should be talking about is not a separate concept called EDA, but 
rather “event-driven SOAs” as a coherent melding of the two concepts. 

II.II.II.II.    Loose Coupling: How Loose is Loose Enough?Loose Coupling: How Loose is Loose Enough?Loose Coupling: How Loose is Loose Enough?Loose Coupling: How Loose is Loose Enough?    
Loose coupling is one of the powerful tenets of SOAs. In fact, there’s so much 
emphasis on loose coupling that many people jump to two natural, but false 
conclusions: first, that because loose coupling is so good, then tight coupling 
must be bad, and second, that there are only two levels of coupling, namely 
loose and tight. Well, neither of these statements is truly accurate. 

Service contracts and loose couplingService contracts and loose couplingService contracts and loose couplingService contracts and loose coupling    

As discussed in the section above, Service contracts are the key to loose 
coupling in a Web Services-based SOA. Service contracts, however, are neither 
necessary or sufficient to guarantee loose coupling. Proprietary Service 
contracts, for example, offer a certain measure of looseness, but each 
participant must understand and code to the specific contract format 
beforehand—in other words, they are still tightly coupled at the contract level. As 
a result, distributed computing exchanges governed by proprietary Service 
contracts are less loosely coupled than those governed by standards-based 
contracts. This limitation of proprietary contracts gave rise to Web Services, and 
its standards-based Service contract language, the Web Services Description 
Language (WSDL), that enables coders of each participant to build their software 
without having to agree with each other on the format of the contract definition 
language—they each simply have to follow the standard. 

Nevertheless, even WSDL contracts only provide a certain measure of loose 
coupling, because they don’t provide all the information required by both 
participants. In particular, they describe the Service interface (i.e., the server 
participant), but not the Service consumer (that is, the client), including required 
information about security, service level requirements, and other metadata that 
might describe either participant in an exchange. Some vendors are addressing 
this lack by supporting Service delivery contracts that augment the WSDL 
contract with additional metadata about the consumer. Other vendors are 
hammering out follow-on specifications to the core Web Services standards that 
address these additional metadata issues. In either case, these additional 
metadata about the Service interaction enable looser coupling than WSDL 
contracts alone. 

Fully decoupled eventsFully decoupled eventsFully decoupled eventsFully decoupled events    

So, if loose coupling is good, shouldn’t full decoupling be better? Taking a look at 
what “full decoupling” means in practice should shed some light on this 
question. A fully decoupled interaction is one where the two parties in the 
interaction have no advance knowledge whatsoever about the structure or 
content of the interaction. Some event-driven mechanisms are thought to be fully 
decoupled, in that one piece of software can publish an event without providing 
any information about that event, and subscribers to that event can then receive 
it and process it as they like. 

However, it’s important to point out that the term “decoupled” is actually a 
misnomer, because even in the most decoupled event-driven architectures, 
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recipients of events still have some information about those events. The 
publishers of the events often sort them into topics, which are a form of 
metadata. In other cases, more metadata are available about the event, 
including its size, format, etc. However, these metadata are often ad hoc, in the 
sense that they come along with the event, rather than being contained in a 
separate Service contract. In other words, such interactions may be 
uncontracted, but they are not truly decoupled. Therefore, “full decoupling” really 
means “more loosely coupled than contracted Services.” 

DonDonDonDon’’’’t be afraid of tight couplingt be afraid of tight couplingt be afraid of tight couplingt be afraid of tight coupling    

It’s also possible in some circumstances for the consumer software to introspect 
an incoming message. Introspection means looking inside a message or an 
object to see what it contains and how it’s organized. Introspection, however, has 
its limitations as well. Typically, objects support introspection by offering an 
introspection interface—in other words, methods the calling program can access 
to query about the internal structure of an object. In the world of Services, 
however, interactions are via messages, not objects, and schemas provide the 
metadata that consumers can use to introspect XML messages. Interactions 
commonly referred to as decoupled, however, don’t have access to schemas; 
instead, Service contracts may specify such schemas for loosely coupled 
interactions only. 

There is another form of introspection, however, that is more loosely coupled 
than interactions with ad hoc metadata, and that is human introspection. Let’s 
say, for example, that an event contains a spreadsheet fragment. In a very 
loosely coupled interaction, there may be no way for the consuming software to 
understand the contents of that fragment beyond the basic formatting 
information that the spreadsheet application provides, but a human consumer 
may be able to recognize the fragment simply by looking at it and figuring out the 
context of the fragment. If a person sees the text “sales data,” for example, it’s a 
no-brainer for a human to assume the fragment contains sales data, while a 
piece of software might never figure that out. However, this approach requires 
that the human user be able to comprehend the information they see. If the 
information is represented in a language the human doesn’t understand, say, 
then communication is lost entirely. 

Ad hoc metadata describe the interfaces that Service consumers and providers 
exhibit as well as the messages they exchange, without falling into the formal 
Service contracts themselves. Since Service contracts are not sufficient for 
guaranteeing loose coupling, is it possible to have an SOA without Service 
contracts at all? The answer depends on what qualifies as a Service contract. 
Service contracts and other associated metadata lay the groundwork for 
enterprise SOAs that involve many users and complex, heterogeneous 
application infrastructure, but many of today’s SOAs are not that involved. In 
many cases, Service interfaces aren’t available to a broad range of consumers, 
either because the SOA provides for limited functionality, or because sufficient 
security arrangements are not yet in place. As long as there are certain binding-
related metadata available, including how to find the Service and what protocols 
it supports, then some measure of tight coupling at the data or semantic level is 
perfectly acceptable, since the same team likely controls the consumers and 
providers of the Services. 

Now, by “some measure of tight coupling,” we’re not saying that we have the 
tight coupling exhibited by remote object invocation like that provided, say, by 
Java RMI or .NET Remoting. Instead, we’re still Service-oriented, in the sense 
that all interactions are via Service interfaces that exchange messages, and we 
still have contracted binding information. However, we may describe those 
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interfaces with ad hoc metadata instead of (or in addition to) Service contracts, 
and there has to be some agreement beforehand on the format and context of 
those metadata. 

Such an arrangement can work quite well in a lightweight event-oriented 
environment, where ad hoc metadata describe published events that consumers 
can subscribe to. Such an approach would be more tightly coupled if consumers 
and providers must agree on the format and context of those metadata. 
However, if the content of those events are intended only for human 
consumption, then this event-oriented approach could be considered to be more 
loosely coupled. In either case, however, both approaches still fall under the 
broader umbrella of Service orientation. The bottom line is that each approach 
solves a different set of problems. How loosely coupled an interaction should be 
is simply a question of the right tool for the job. 

III.III.III.III.    Invocation Mechanisms in SOAInvocation Mechanisms in SOAInvocation Mechanisms in SOAInvocation Mechanisms in SOA    
In the discussion of Web Services interaction patterns above, we pointed out that 
messages can come from either Service providers or consumers, and they may 
or may not solicit replies. To place these patterns in a broader architectural 
context, it’s important to understand the associated invocation mechanisms that 
distributed computing infrastructures can employ to establish communications 
between systems. This analysis will fully resolve some of the fundamental 
misconceptions about SOA and EDA. 

One such misconception about SOA is that it is fundamentally client/server-
based. In other words, some people believe that Service providers are 
necessarily interfaces to server software, and Service consumers likewise must 
be clients. Because any arbitrary piece of software can generate an event, 
including server software, this limited view of SOA would clearly differentiate 
between SOA and EDA. As the discussion of SOAP above showed, however, 
Service providers may be the source of events, and in general, a Service provider 
may also be a consumer, thus breaking down any consistent correspondence 
between Service providers and consumers on the one hand, and servers and 
clients on the other.  

Fundamentally, SOA abstracts the specific invocation mechanism. Any such 
mechanism can be appropriate within an SOA, depending on the specific 
requirements that apply. In practice, therefore, different invocation mechanisms, 
such as request/reply, publish/subscribe, routed events, and reliable messaging 
may be appropriate in different situations. Events play a different role in each of 
these mechanisms. 

Request/replyRequest/replyRequest/replyRequest/reply    

In the request/reply invocation mechanism, the consumer sends a request 
message to the provider, and the provider responds with the reply message. 
Each message travels one direction, from the sender to the receiver. In essence, 
each of these messages is an asynchronous transmission individually, but 
typically synchronous taken together, because the consumer waits for the 
provider to send a response within a certain fixed time period. 

Therefore, the two-way messaging inherent in the request/reply mechanism 
contains a pair of request-reply messages, each on its own channel, as shown in 
Figure I. 
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Figure I: Request/reply messageFigure I: Request/reply messageFigure I: Request/reply messageFigure I: Request/reply message    

Service
consumer

Service
provider

Request channel Request

Reply channelReply

    
Source: ZapThink 

The request/reply interaction has two participants: 

! Requester (Service consumer). Sends a request message and waits for 
a reply message. The request should contain the return address for the 
reply, and often contains an identifier that specifies which request this 
reply is for. 

!  Replier (Service provider). Receives the request message and responds 
with a reply message. The reply can be empty, contain the required data, 
or pass along an exception. 

Publish/subscribePublish/subscribePublish/subscribePublish/subscribe    

In request/reply, the consumer takes action that begins the interaction, while in 
the publish/subscribe mechanism, the Service provider initiates the interaction. 
Prior to these interactions, consumers subscribe to particular categories of 
events by specifying particular metadata, called topics, that describe the events 
they seek. The Service provider then broadcasts each event once, to all 
subscribed consumers.  

Therefore, the publish/subscribe mechanism requires a single input channel, 
which delivers a copy of a particular event to each receiver, as shown in Figure II 
below. 

Figure II: Publish/subscribe mechanismFigure II: Publish/subscribe mechanismFigure II: Publish/subscribe mechanismFigure II: Publish/subscribe mechanism    

Topic

Data store

Service
provider

Service
consumer

Service
consumer

Message server

Subscribe

Input channel Event

Output channel Event

Output channel Event

Source: ZapThink 

The input channel feeds a message server, which queries its data store for 
information about topics and their subscribers, and then sends copies of each 
event onto multiple output channels, one for each subscriber. 
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Routed eventsRouted eventsRouted eventsRouted events    

While the message server in the publish/subscribe example is middleware that 
copies and sends events, in practice it is often useful to insert an integration 
broker between the participants that performs additional operations as well. 
Such brokers may perform transformations on the messages, and may manage 
the content-based routing or publish/subscribe communications, as appropriate. 
Brokers apply rules, in contrast to message-oriented middleware (including 
publish/subscribe message servers), which only supports basic event delivery. 
The use of an intermediary such as a broker improves upon simple event-driven 
computing, because some of the decisions about the flow of data and the flow of 
control are moved out of the endpoint applications and into the broker. 
Enterprise Service Buses (ESBs) typically offer this integration broker 
functionality as well. 

When an intermediary such as an integration broker or ESB acts as a content-
based router, it routes each message to correct consumer based on the content 
of the message, as shown in Figure III below. 

Figure III: ContentFigure III: ContentFigure III: ContentFigure III: Content----based routerbased routerbased routerbased router    
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Source: ZapThink 

The content-based router examines the message content and routes the 
message onto a different channel depending on the message content. In more 
sophisticated integration scenarios, the content-based router may be a 
configurable rules engine that computes the destination channel based on a set 
of configurable rules. 

ReliaReliaReliaReliable messagingble messagingble messagingble messaging    

One of the main advantages of asynchronous messaging over synchronous 
request/reply interactions is that the participants don’t need to be online at the 
same time. While the network is unavailable, the messaging system uses a store 
and forward mechanism to prevent messages from being lost. However, if the 
infrastructure stored the messages in memory until it forwarded them to the next 
contract point, then a system crash would cause the loss of all messages in 
transit. Therefore, to guarantee reliable messaging, applications must use 
persistent media like files or databases to enable the recovery from system 
crashes. Guaranteed delivery is illustrated in Figure IV below: 
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Figure IV: Guaranteed deliveryFigure IV: Guaranteed deliveryFigure IV: Guaranteed deliveryFigure IV: Guaranteed delivery    
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With guaranteed delivery, the messaging system uses a built-in data store, which 
typically consists of local storage disk space, to persist messages in each 
participating computer. The infrastructure then stores messages until it can 
successfully deliver them. This guaranteed delivery mechanism increases system 
reliability, but at the expense of performance as it can consume substantial 
resources. In order to address these performance issues, message bus 
technology often provides the guaranteed delivery infrastructure.  

A message bus is a combination of a common data model, a common command 
set, and a messaging infrastructure that allows different heterogeneous systems 
to communicate through a shared set of interfaces. A message bus acts as a 
connector among the various enterprise systems, and as a universal interface for 
client applications that wish to communicate with each other. With a message 
bus, the data storage required for reliable messaging is built into the messaging 
infrastructure. Message buses are also able to guarantee that messages are 
delivered only once, and can also ensure that messages are delivered in the right 
order. The message bus can also handle exceptions should there be a problem 
delivering a message. 

Abstracting the invocation mecAbstracting the invocation mecAbstracting the invocation mecAbstracting the invocation mechanismhanismhanismhanism    

The primary lesson to be learned from this discussion of the various invocation 
mechanisms in SOA is that from the users’ perspective, it really doesn’t matter 
which invocation mechanism actually takes place. On the one hand, Service 
interactions support the full range of invocation options, including cases where 
the message comes from the Service consumer as well as when the Service 
producer initiates the message. On the other hand, all this talk about invocation 
mechanisms is really just plumbing as far as the business user is concerned. The 
essence of SO is that software functionality appears as abstracted Services. All 
the details of how the Services actually work should be hidden under that layer 
of abstraction. The looser the coupling, the better the abstraction. Only when the 
SOA supports all appropriate invocation mechanisms can the SO user experience 
reflect true SO behavior. 

IV.IV.IV.IV.    Lightweight Events in SOALightweight Events in SOALightweight Events in SOALightweight Events in SOA    
One of SOA’s key advantages is its flexibility. We talk about SOA as enterprise 
architecture, where even the largest enterprises with the most complex, 
heterogeneous IT environments can take advantage of the SO abstraction layer 
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to deal with complexity while providing agile IT capabilities to business users. 
Therefore, many of the elements of SOA focus on solving these complex, 
enterprise problems. But remember, SOA is flexible—it works just as well in 
simpler situations too, which is fortunate, considering enterprises are only now 
beginning to adopt SOA.  

In fact, there are three general situations where a full-blown enterprise SOA is 
unnecessary: when enterprises implement SOA on the departmental level or for 
limited pilot projects, and when smaller, midsize companies implement SOA. 
These cases may call for a more lightweight, straightforward set of technologies 
to build and maintain the SO abstraction for users. Because SOA abstracts the 
details of the underlying messaging infrastructure, it’s appropriate to use 
lightweight approaches when they are sufficient to meet the requirements of the 
architecture. 

When WSDL is overkillWhen WSDL is overkillWhen WSDL is overkillWhen WSDL is overkill    

One situation where a lightweight approach makes sense is where a WSDL 
Service contract is unnecessary. Many companies get started with Web Services 
without WSDL files or UDDI registry lookups. In fact, many companies use XML 
for integration purposes without even using SOAP—what might be called XML-
based services, to distinguish them from true Web Services.  

Now, simply using XML-based services or Web Services does not mean you have 
an SOA. On the contrary, simple point-to-point application of XML provides no SO 
abstraction layer. Formal Service contracts are not always called for in an SOA. 
Often, ad hoc contracts suffice. As explained above, an ad hoc Service contract 
would likely not use WSDL, but rather would contain sufficient metadata to 
describe the Service to consumers in some format that consumers can 
understand. In this way, it is possible to obtain many of the benefits of the SO 
abstraction layer without the need for heavy duty WSDL and UDDI support. 

The situations where such an abstraction layer is possible with nothing more 
than simple binding information are more limited, but still significant—namely, 
when humans conduct the Service discovery. For example, if people sample the 
messages coming from Services in order to determine which ones they are 
interested in, say via a portal interface, then such an arrangement is an example 
of a highly simplified, lightweight SO abstraction layer.  

When HTTP and SSL are sufficientWhen HTTP and SSL are sufficientWhen HTTP and SSL are sufficientWhen HTTP and SSL are sufficient    

The choice of underlying messaging protocol or security mechanism can also be 
lightweight. A company may not require the infrastructure required for reliable 
messaging, especially if users are simply able to repeat a request if there’s a 
problem. In such cases, a simple HTTP connection may be sufficient. After all, 
HTTP is ubiquitous, well-understood, and does support special capabilities such 
as persistent sessions and cookies. In fact, most Web Services in production 
today run over simple HTTP. 

Likewise, SSL does not provide content-based security, but in instances where 
such security is unnecessary, SSL can be sufficient for providing the necessary 
level of security for lightweight Service interactions. In the broader enterprise 
case, it’s important to maintain the user context across parts of Service 
interactions, because content-based routing might send one Service request to 
multiple back-end applications, each with their own security infrastructure. In the 
more limited departmental or midsize organization situations, however, there 
may be only one security domain to worry about, and a simple go or no-go for 
each request may be sufficient security. 
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Best practice: lightweight tools for lightweight jobsBest practice: lightweight tools for lightweight jobsBest practice: lightweight tools for lightweight jobsBest practice: lightweight tools for lightweight jobs    

Many people misconstrue SOA, therefore, as requiring many layers of 
infrastructure, when in fact, it is an SOA best practice to apply the appropriate 
technology in the given situation. We call this the “right tool for the job” best 
practice: WSDL Service contracts and reliable messaging infrastructures when 
necessary, but when the requirements are simpler, lightweight tools often 
suffice. Overall, we recommend that people lighten up when thinking about SOA. 
After all, SO is a way of thinking about software functionality, rather than a 
prescriptive list of required capabilities. This advice particularly applies to the 
EDA vs. SOA discussion. Events, like Services, are simply tools, and each is 
appropriate for certain tasks.  

V.V.V.V.    KnowNow: Lightweight Events, with or without SOAKnowNow: Lightweight Events, with or without SOAKnowNow: Lightweight Events, with or without SOAKnowNow: Lightweight Events, with or without SOA    
KnowNow’s integration software takes a lightweight approach to connecting 
systems, applications and databases to people, thus providing visibility into 
business-critical information. KnowNow uses publish/subscribe over HTTP and 
HTTPS (HTTP with SSL) to deliver the relevant information to the people who 
need it. KnowNow’s event-driven integration systems support events that can 
contain any time-critical data representing a change in the state of the business. 

KnowNow’s approach to integration challenges the notion that integration 
requires monolithic data definition. In fact, simply making data visible to the right 
person at the right time is often sufficient for providing effective, agile 
integration. Their core product, KnowNow 3 Enterprise Edition, is a standards 
based, event-driven integration solution that offers lightweight event-based 
interactions. 

KnowNow 3 Enterprise Edition contains two components: 

! KnowNow LiveServer is an HTTP-based event management engine. It 
holds open and manages thousands of simultaneous HTTP connections 
for instant delivery of events as they occur. Unlike typical Web servers 
that bog down if they hold connections open, KnowNow built LiveServer 
to scale in the face of thousands of open connections, and  includes 
integration broker features such as filtering, transformation, 
,aggregation, and routing, based on event content.  

! KnowNow LiveConnectors capture data from back-end systems and 
display real-time updates in browsers, spreadsheets, desktop 
applications and mobile devices. Included with LiveConnectors are 
KnowNow LiveBrowser, which delivers real-time data to browser 
applications without the need to refresh or install plugins or Java 
Applets. LiveConnectors also contains KnowNow LiveSheet, which 
delivers live data to and from Microsoft Excel spreadsheets. 

Unlike traditional publish/subscribe middleware, KnowNow LiveServer works in a 
decentralized manner, providing either loose coupling through ad hoc metadata 
or human-based introspection. KnowNow also supports content-based routing 
and clustering for scalability. 

KnowNow 3 Enterprise Edition: 

! Makes data visible by connecting systems to desktop applications like 
browsers and Microsoft Excel 

! Is event-driven, thus eliminating the latency and overhead of 
request/reply interactions 
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! Uses Web services standards to provide event-driven enterprise 
integration  

! Provides lightweight integration for all the situations where more 
complex, expensive integration approaches are unwarranted. 

The ZapThink takeThe ZapThink takeThe ZapThink takeThe ZapThink take    

KnowNow fits smoothly into the vision of the lightweight SOA. They take the most 
direct route between back-end applications and the users that need the data 
they provide. KnowNow leverages HTTP and SSL, two ubiquitous protocols of the 
Internet, plus the commonplace browser (any version) and Microsoft Excel. 
Therefore, KnowNow customers can get up and running with an event-driven, 
lightweight SOA while other companies are still trying to piece together all the 
components of their enterprise SOA. Is KnowNow isn’t right for every company, 
but they are the right tool for the job in many situations that do not require a 
complex integration infrastructure. 
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ZapThink is an IT market intelligence firm that provides trusted advice and critical insight into 
XML, Web Services, and Service Orientation. We provide our target audience of IT vendors, 
service providers and end-users a clear roadmap for standards-based, loosely coupled 
distributed computing—a vision of IT meeting the needs of the agile business. 

ZapThink’s role is to help companies understand these IT products and services in the context 
of SOAs and the vision of Service Orientation. ZapThink provides market intelligence to IT 
vendors who offer XML and Web Services-based products to help them understand their 
competitive landscape and how to communicate their value proposition to their customers 
within the context of Service Orientation, and lay out their product roadmaps for the coming 
wave of Service Orientation. ZapThink also provides implementation intelligence to IT users 
who are seeking guidance and clarity into how to assemble the available products and 
services into a coherent roadmap to Service Orientation. Finally, ZapThink provides demand 
intelligence to IT vendors and service providers who must understand the needs of IT users as 
they follow the roadmap to Service Orientation. 

ZapThink’s senior analysts are widely regarded as the “go to analysts” for XML, Web Services, 
and SOAs by vendors, end-users, and the press. They are in great demand as speakers, and 
have presented at conferences and industry events around the world. They are among the 
most quoted industry analysts in the IT industry. 

ZapThink was founded in October 2000 and is headquartered in Waltham, Massachusetts. Its 
customers include Global 1000 firms, public sector organizations around the world, and many 
emerging businesses. ZapThink Analysts have years of experience in IT as well as research 
and analysis. Its analysts have previously been with such firms as IDC and ChannelWave, and 
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Call, email, or visit the ZapThink Web site to learn more about how ZapThink can help you to 
better understand how XML and Web Services impact your business or organization. 
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