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SybaseSybaseSybaseSybase    
 

URL: www.sybase.com Headquarters : Dublin, CA 
Founded: 1984 NYSE: SY 

    
 
Sybase (Formerly NEON) Overview (2001)Sybase (Formerly NEON) Overview (2001)Sybase (Formerly NEON) Overview (2001)Sybase (Formerly NEON) Overview (2001)    

 
Formed with the product offerings of New Era of Networks (NEON), the Sybase Business 
Process Integration suite of products includes: 
 

 Process ServerProcess ServerProcess ServerProcess Server – Allows users to design an end-to-end business process using GUI 
tools. Once designed, Process Server maintains the state of the business processes 
and maintains long-lived transactions.  

 BizTrackerBizTrackerBizTrackerBizTracker –Helps users track and mange e-Business transactions as they pass 
through various stages of processing. It tracks, audits, and provides error correction 
throughout the automated process. BizTracker can also be used to analyze and 
optimize business processes  

 eeee----Biz IntegratorBiz IntegratorBiz IntegratorBiz Integrator – Integration server that routes and transforms messages based on 
their content. It ensures data is effectively translated from one system to another.  

 Open Biz Interchange – Open Biz is a non-intrusive, self-service environment that 
allows trading partners to connect quickly using their technology of choice without 
the need to install and maintain multiple gateways and sets of connectivity software.  

 Web Services IntegratorWeb Services IntegratorWeb Services IntegratorWeb Services Integrator – Web Services Integrator is a platform for integration of 
business processes and enterprise data between trading partners, based on 
standards including Web Services, ebXML, and RosettaNet.  

 AdaptersAdaptersAdaptersAdapters – Sybase offers a number of application adapters for systems including 
Siebel, PeopleSoft, SAP R/3, as well as EDI. For applications that no standard off-the-
shelf adapter is offered, customized adapters can be created using the e-Business 
Adapter Development Kit.  

 
 

Product Summary: Sybase ASEProduct Summary: Sybase ASEProduct Summary: Sybase ASEProduct Summary: Sybase ASE    
 

Sybase is one of the ten largest independent software vendors in the world. With over 
eighteen years of developing software that powers mission-critical systems, Sybase has 
produced some of the industry’s most notable and leading relational database, enterprise 
integration, business process, and e-Business applications. As stated on their web site, 
Sybase pioneers software that integrates platforms, databases and applications in order to 
create “Information Liquidity” — the ability to transform data into economic value, regardless 
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of the data type, the platform, the database, the application, or the vendor. With customers 
ranging from Fortune 1000 financial services firms to innovative startups, Sybase has long 
been known to bring pioneering technology into the enterprise. Sybase’s core focus is on 
enabling technology to power mission critical environments. Their clients rely on high-uptime, 
critical, industrial-strength IS infrastructure managements that extend and manage the reach 
of information assets. Therefore, it should be no surprise that as XML and Web Services have 
found their way into the enterprise, Sybase has tackled the challenge of providing enterprise-
class, mission-critical XML data storage. Simply put, Sybase sees XML as an extension of an 
enterprise’s information assets that need to be managed.  

 
The history behind Sybase’s efforts to store and manage XML is actually one that begins over 
five years ago. In 1997, Sybase began looking at object indexing as a way to extend their core 
information infrastructure to support non-relational entities. While they weren’t able to find 
much business justification for the creation of an object-based database management 
system, Sybase saw early value in the representation of information using object indexing. 
The emergence of XML as a data representation format revived interest in alternate indexing 
technology, and their technological team soon found use for their unique indexing 
approaches. Rather than indexing objects, however, Sybase sought to index the text-based, 
hierarchical trees that represented the information and metadata contained in XML 
documents. It was clear that while object storage was a market that failed to materialize, XML 
data storage would be a tremendous need for enterprises of all sizes.  
 
As a result, Sybase made a significant move in late 1999 to pursue a project to create a 
specialized storage indexing and query mechanism that optimizes for the hierarchical access 
required to manage XML documents. At first, Sybase pursued the same strategy as other 
leading RDBMS vendors: store XML by either “shredding” XML into different columns and 
rows in relational data structure or “jamming” XML into single binary or character data fields. 
As detailed in the general conclusions of this report and in ZapThink’s XML Data Storage 
Technologies and Trends Report, neither of these approaches are optimal ways of dealing 
with XML and Sybase realized this fact early on. The end result is a totally new indexing 
engine for XML in their latest release of their Adaptive Server Enterprise (ASE) product. ASE 
12.5 is now provides fully “native” XML indexing that preserves XML data integrity, provides 
native XML indexing and query capabilities, and delivers the high performance expected of 
Sybase products.  
 
What sets Sybase apart from the competition is the company’s unique combination of 
knowledge of the requirements of enterprise-class relational data storage and their deep 
knowledge of the distinct requirements of handling document-based data. Their teams 
understand and have experience with critical issues such as recoverability, object-relational 
technology, and high-volume performance. Their technology has been implemented in billion-
dollar solutions at major businesses throughout the world. Sybase brings to XML data storage 
the features of enterprise-class, relational-integrated technology. 
 
 

Identifying the Value PropositionIdentifying the Value PropositionIdentifying the Value PropositionIdentifying the Value Proposition    
 

The biggest value proposition of Sybase ASE 12.5 is its ability to merge the full power of 
traditional RDBMS with the full, native support of XML data storage in a single, integrated 
package. Sybase realized that their target customers didn’t want to add new components to 
their architectures that they don’t trust, and so the development of ASE 12.5 brings into 
trusted environments a trusted company with an advanced product for XML data storage. 
Sybase ASE 12.5 provides users robust and credible storage capability for structured as well 
as unstructured content. The solution can then marry the resulting information at the 
language and query level. The result is an XML and relational data storage solution that can 
handle recovery, support exception management, and provide high uptime. While the 
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development of the product to meet these requirements involved a high engineering cost, the 
end product is a robust data store valid for a wide variety of data types. 
 
Many users are looking to leverage their existing investments in RDBMS systems, 
management, and skilled resources to store XML content. In many ways, XML is just another 
representation of data, so why should it not belong in a relational database? Users thus must 
be able to insert XML documents into a relational data source, and then query and retrieve 
results in an XML format. Embedding XML functionality in RDBMS systems represent an 
excellent means for unlocking relational data in an XML environment without having to 
migrate the data to XML-only systems, which would result in data migration issues as well as 
possible re-coding of applications to communicate with the new data source. 
 
Until the release of Sybase ASE 12.5, there have been two primary methods for working with 
XML in RDBMS systems: inbound and outbound translation and mapping of XML documents 
to relational data structures; or the storage of complete XML documents or fragments using 
pseudo-text structures such as BLOBs and CLOBs. However, ASE 12.5 provides XML data 
storage services allow users to work with their XML data, conduct transactions, and persist 
that data without decomposition (shredding or jamming) of that data. Sybase clearly fills a 
gap where other RDBMS vendors are still relying on old relational technology that requires 
complete decomposition of XML documents unlike ASE 12.5, and the pure-play “Native XML 
Data store” vendors are not really capable of handling robust transaction management, 
suitable for mission-critical environments that ASE 12.5 offers. As a result, Sybase sees few 
XML data store vendors operating where significant amounts of money can be lost. This is the 
critical market focus that Sybase is occupying with their ASE 12.5 product.  
 
Sybase’s technical team includes both XML experts as well as developers well versed in the 
relational domain. Their people understand the Sybase data store layer as well as the text and 
imaging requirements of the data store. These folks understand recoverability, object-
relational technology, and performance. This experience, their current customers, and unique 
indexing technologies make them well suited to meet the above needs. 
 
 

Unique Selling Points and Competitive DifferentiationUnique Selling Points and Competitive DifferentiationUnique Selling Points and Competitive DifferentiationUnique Selling Points and Competitive Differentiation    
 

There are many features of the latest Sybase ASE product that sets it apart both from the 
traditional RDBMS world as well as the emerging landscape of purpose-built and pure-play 
XML data storage vendors. First and foremost, XML data storage is not treated as a separate 
entity in the system. XML data storage and retrieval is integrated with the product through the 
use of the XML Management Package so that it doesn’t seem separate. A user can’t buy 
these XML data storage features in ASE 12.5 without the rest of the product, so it is clear that 
Sybase is selling a product that has unified capabilities for dealing with XML and non-XML 
data alike.  
 
Sybase ASE 12.5 provides four key enhancements to their platform that value-adds XML data 
storage and retrieval: native indexing of XML in a way that can be easily combined with non-
XML and relational data, the use of XQL as a query language, dynamic tuning capabilities, and 
robust, row-level access control and security features. The first feature allows Sybase users to 
parse, index and store XML documents in a structured format in the data store, retaining the 
entire document without loss of fidelity. Once stored, developers can create SQL-like queries 
using XQL, a query-language extension to SQL. The engine interprets XQL-based queries and 
generates in-memory access structures that permit the fast retrieval of desired information. 
The system further optimizes its XML handling by making sure that only relevant portions of 
the XML document are read into memory. Sybase ASE 12.5 also includes a unique XML query 
tool that understands XML documents in all dialects and performance-optimizes searches. 
Finally, Sybase adds robust security features that are able to handle access control, 
encryption, and other key functions at a much more granular level. 
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ASE 12.5’s XML Management Package supports the use of EJBs to further enhance 
application development by allowing developers to place EJBs in the database, rather than in 
the application server, resulting in better performance and security because of reduced 
network communication. Other features of the ASE 12.5 that distinguish it from the 
competition include the ability to search for XML documents stored anywhere in the database, 
flat file, or located by a URL, optimized search performance through caching techniques, and 
the ability to handle very large collections of XML document sets. 
 
 

Realizing Return on Investment with Sybase ASERealizing Return on Investment with Sybase ASERealizing Return on Investment with Sybase ASERealizing Return on Investment with Sybase ASE    
 

There are many different ways in which users can realize value by implementing Sybase ASE 
12.5. A detailed treatment of the types of applications suitable for Sybase can be found in 
section V. However, in general, users of Sybase ASE 12.5 can realize the following ROI: 

 
 Lower total cost of ownership through integration with Relational Systems – Instead 

of having to work with multiple systems for XML and non-XML data storage, Sybase 
ASE 12.5 allows users to reduce their total cost of ownership by providing a unified 
solution for working with data in a variety of formats. 

 Reduced costs through reduced skill set requirements – Users can leverage their 
skills and knowledge of SQL and RDBMS technology for the benefit of handling XML, 
thus not requiring new training, best practices, and tools to be learned. 

 Reducing risk and presenting increased opportunity — Sybase ASE 12.5 leverages 
decades of strength in transaction management, exception handling, and robust data 
handling and performance. Companies can reduce their risk exposure and increase 
their time to market by leveraging these technologies, now applied for the benefit of 
XML data storage. 

 
 

Product Features and FunctionalityProduct Features and FunctionalityProduct Features and FunctionalityProduct Features and Functionality    
 

When it comes to business databases Sybase understands that one size doesn’t fit all. 
Sybase offers three unique data stores to fit different business needs:  

 
 Sybase Adaptive Server Enterprise (ASE) – A powerful data management platform 

designed for transaction-intensive enterprise and e-Business applications 
 SQL Anywhere Studio – A comprehensive package that provides data management 

and enterprise synchronization to enable the rapid development and deployment of 
distributed e-Business solutions.  

 Adaptive Server IQ Multiplex – A high-performance relational database designed 
specifically to meet the needs of business intelligence and Web-enabled data 
warehousing.  

 
Clearly, XML will increasingly make its presence felt in Sybase’s entire collection of products, 
but is first noticeable in the ASE line. XML first became a factor in the ASE product line in 
1999 in the form of additions to the ASE 12.0 product. In this version, the relational database 
dealt with XML as a “foreign” data format, parsing and storing XML by means of shredding 
and jamming. As the company realized the strategic value of XML, they sought to increase 
their support for XML as a “native” data format. This section outlines those particular 
improvements and additions to the product line to support those features. 
 
 

Indexing and Storage TechnologyIndexing and Storage TechnologyIndexing and Storage TechnologyIndexing and Storage Technology 
Written in C, with components in C++ and Java, the indexing mechanism within ASE 12.5 is 
optimized for an XML data strategy that involves a “store once, query many times” approach. 
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The indexing approach is very flexible, reflecting the desire to store a variety of data formats 
in the unified data store. The indexing mechanism is truly XML native and schema-
independent. Rather than indexing the document based on a pre-defined schema, DTD, or 
other pre-configuration, ASE 12.5 indexes each of the paths that are present in a document. 
These indexes provide a guide for the query execution mechanism that looks up the paths in 
a path cache first, and retrieves results depending on the results. As a result, their system 
works by retrieving documents that match paths that are in the path index.  
 
The patent-pending system functions analogous to a B-tree, but doesn’t function with the 
same limitations and challenges of a B-tree. The trick of the system is that it provides query 
optimizers and interfaces that make the index selection independent of the question being 
asked. The optimizer will pick the appropriate path for the index to be used, and the user 
shouldn’t know what schemes are being used to optimize the query. As a result, the system 
can support XML as well as non-XML indexes to provide both native indexing as well as the 
old shredding and jamming techniques where appropriate. The system can even combine or 
hybrid these approaches to provide partial shredding in order to ease the interface between 
relational and XML data. 
 
Each XML document is given its own, separate index. Currently, the system works with whole 
documents right now, but future plans call for an indexing structure that has a structure 
where every path index binds to specific elements. Index sizes aren’t dependent on overall 
data store size, but on document size. This mechanism will both improve performance as well 
as search accuracy. While their XML indexing approach is new to the product, it is integrated 
with the rest of the system so users don’t have to perform separate tasks for XML and 
relational data management.  
 
 

Document and Data Store CapacitiesDocument and Data Store CapacitiesDocument and Data Store CapacitiesDocument and Data Store Capacities    
 

As define above, the index strategy is a document-dependent one, and thus takes advantage 
of indexing strategy based on the number of documents in the tree. In order to accept large 
data sets, the ASE 12.5 system can also be optimized to take advantage of database 
techniques such as partitioning of caching, memory optimization, and other mechanisms. 
Also, users can scale Sybase ASE 12.5 storage systems to large sizes by applying a 
distributed strategy in which different servers provide functionality for different services in the 
system; Sybase has had long experience in scaling their systems for robustness and 
reliability. 
 
Sybase ASE 12.5 doesn’t have a maximum sizing capacity, and typical Sybase ASE 
deployments are known to exist well into the terabytes. In general, the Sybase ASE 12.5 XML 
indexing system is optimized, on a per-server basis, for aggregate data stores of between 1 
and 100 Gigabytes, although larger and certainly smaller data stores are possible with correct 
scaling approaches and techniques. The below chart show the current distribution of total, 
aggregate data store sizes for “typical” deployments of Sybase ASE 12.5. 

Figure Figure Figure Figure 1111: Distribution of Aggregate XML Data for “Typical” Deployments of Sybase : Distribution of Aggregate XML Data for “Typical” Deployments of Sybase : Distribution of Aggregate XML Data for “Typical” Deployments of Sybase : Distribution of Aggregate XML Data for “Typical” Deployments of Sybase 
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Similarly, Sybase ASE 12.5 doesn’t impose any requirements on XML document size, 
although it does perform better with a smaller quantity of larger-sized documents. 
Transactional features are optimized for both large and small document sizes, and query 
performance is constant across documents of different sizes. ASE 12.5 is capable of dealing 
both with sub-kilobyte and multi-megabyte XML documents. The below chart shows the 
current distribution of document sizes for typical ASE 12.5 installations: 

Figure Figure Figure Figure 2222: Distribution of XML Document Sizes for “Typical” Sybase ASE 12.5 : Distribution of XML Document Sizes for “Typical” Sybase ASE 12.5 : Distribution of XML Document Sizes for “Typical” Sybase ASE 12.5 : Distribution of XML Document Sizes for “Typical” Sybase ASE 12.5 
InstallationsInstallationsInstallationsInstallations    
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Query Features and MechanismQuery Features and MechanismQuery Features and MechanismQuery Features and Mechanism    
 

Sybase ASE 12.5 utilizes a simple, flexible, and powerful XML Query Language (XQL) query 
engine to allow dynamic content generation from XML document storage without requiring 
custom code to handle XML documents. This engine interprets XQL-based queries and 
generates in-memory access structures that enable fast retrieval of the desired information. It 
understands XML documents in arbitrary formats and schema and automatically 
performance-optimizes searches based on its understanding of XML document structure. In 
addition to the use of XQL, Sybase developed an XQuery-like language for performance of 
document manipulation functions on XML documents.  
 
XPath is supported within XQL statements and is also accessible within SQL statements. 
While not directly implementing XQuery as of the date of this report, Sybase ASE 12.5 has 
implemented a number of the major components of the language including For-Let-Where-
Order-Return (FLWR) expressions. The system also includes robust support for in-document 
joins leveraging a virtual root node, that accepts a query predicate as many paths that are 
later extracted and combined for joins, as well as support for cross-document joins using an 
extended case of the in-document join when XQuery-type expressions are supported. ASE 
12.5 supports partial document retrieval through the use of XPath, and supports XML 
document forest collections through compile-time path expansion. While not supporting 
relevancy operators and semantic operations, Sybase ASE 12.5 does support full-text search 
of elemental data through their use of the Verity text search engine. 
 
 

Supported PlatformsSupported PlatformsSupported PlatformsSupported Platforms    
 

Sybase ASE 12.5 is supported on a very wide range of platforms, including both desktop-
oriented platforms as well as enterprise-class server environments. Most interestingly, Sybase 
ASE 12.5 is the only XML data storage product that ZapThink has profiled to be supported on 
the Macintosh OS X platform. This platform breadth supports Sybase’s market positioning as 
a general-purpose XML data store. 
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Operating SystemOperating SystemOperating SystemOperating System    Version that first supported platformVersion that first supported platformVersion that first supported platformVersion that first supported platform    
(or future release version and date(or future release version and date(or future release version and date(or future release version and date))))    

Windows 2000 12.0 
Windows NT 4.0 12.0 
Linux 12.0 
Solaris 12.0 
AIX 12.0 
HP/UX 12.0 
Other Unix 12.0 
Macintosh OS X 12.5  

    
Hardware and software requirements for each of the above platforms are in flux and can be 
seen on Sybase’s web site. 
 
 

VersioVersioVersioVersion Historyn Historyn Historyn History    
 

Sybase ASE has been a product in existence for many years, with origins over a decade ago. 
However, for the purposes of our analysis, the version releases that are of concern are those 
that support XML, whether as an XML-extended RDBMS system or as a native XML indexing 
approach. As such, the first version to support was ASE 12.0, released in late 1999. The 12.5 
release was the first major release to treat XML as an “equal citizen” for data storage and 
retrieval. It is expected that XML’s central role will become increasingly noticeable in future 
releases of the Sybase ASE product.  

 
DateDateDateDate    VersionVersionVersionVersion    
Dec 1999 12.0 
June 2001 12.5 
H1 2003* ASE next release 
H2 2003* Preview of Next-Gen Technology 
(* Projected release dates) 
 

Sybase plans a number of major advancements for upcoming releases in the next 12-24 
months: improved XML storage features, XQuery support, integration of XML transformation 
features, and Web Services support. In the area of XML storage and indexing improvements, 
Sybase plans to add XML data type support, global indexes over collections of documents, 
and XML schema validation. Improvements in XML query, transform, and integration will 
include full support for XQuery, support for XML views and mapping. Finally, enhanced Web 
Services support will include providing fully integrated SOAP access to data services and 
supporting the storage of WSDL and SOAP documents more closely. Sybase is also looking to 
see how they can provide deeper vertical-specific support for industry-specific XML 
documents and schema. 
 
 

Additional Products and ServicesAdditional Products and ServicesAdditional Products and ServicesAdditional Products and Services    
 

Sybase focuses its business activities into three areas: e-Business infrastructure, vertical 
industry solutions, and mobile and wireless. Each of these three areas has a rich collection of 
software solutions and products that add value to different segments of the enterprise data 
markets. Sybase has many products that add value to ASE and all the other middleware that 
they sell. They provide application and software interaction stack that includes products that 
range from data warehousing, replication, mobile, integration, middleware, design tools, 
application development tools, and industry-specific vertical solutions. The full range of 
Sybase products and services are illustrated below.  
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Figure 3: Figure 3: Figure 3: Figure 3: Sybase Businesses and ProductsSybase Businesses and ProductsSybase Businesses and ProductsSybase Businesses and Products    

 
    
    
Applying Sybase to Particular XMLApplying Sybase to Particular XMLApplying Sybase to Particular XMLApplying Sybase to Particular XML----based Business Requirementsbased Business Requirementsbased Business Requirementsbased Business Requirements    
 

XML data stores can support quite a number of business requirements. However, there are 
specific features of Sybase that support particular business domains with added emphasis. 
The below chart illustrates Sybase’s functionality “coverage” areas of strength. While the 
product can be applied to other areas on the chart, the below diagram illustrates key sweet 
spots where users can realized extra value through specific features, functionality, and 
performance enhancements targeted at their specific needs. 

 

Figure 4: Sybase ASE Functionality Coverage AreaFigure 4: Sybase ASE Functionality Coverage AreaFigure 4: Sybase ASE Functionality Coverage AreaFigure 4: Sybase ASE Functionality Coverage Area    
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Most importantly, Sybase has positioned ASE 12.5 as a general-purpose data store that is 
aimed at supporting broad business requirements and not targeted at any specific application 
solutions, although it can be applied to solutions of many types. The reason for this broad 
positioning is that Sybase is in use by thousands of businesses and thousands more 
developers for a wide range of solutions in many different industry and horizontal market 
segments. Also, Sybase has positioned the ASE12.5 as an embeddable technology through its 
integration with the iAnywhere suite and focus on providing the widest set of interfaces to 
meet developer needs. 
 
 

Content LifecycleContent LifecycleContent LifecycleContent Lifecycle    
 

In addition to general-purpose XML data storage features, Sybase ASE 12.5 includes specific 
features for dealing with content-oriented data. First, ASE 12.5 supports the integration of an 
external file system for working with content that is not in the data store. For example, the 
system can store XML documents in the data store, but related files such as Office 
documents and images can be stored on the file system. The system thus offers location 
transparency, in which it can store the XML as well as references to the original location of the 
data or content. When a query involving remote data is executed, the storage location is 
determined and the remote files are accessed so that data can be retrieved. The external files 
do not leave their original locations. 
 
In addition, Sybase offers the Content Management Package on top of ASE for managing 
unstructured, semi-structured, and structured content and data that resides outside a 
traditional database. Through the use of proxy tables, information housed in remote locations 
can be easily accessed through ASE. Developers can control data in external directories or 
files as they would the data in the rows and columns of the database. By using the 
Component Integration Services (CIS) inside ASE, a proxy table can be created to map all files 
in a specified directory. Applying normal SQL commands on the proxy table allows developers 
to create, delete, read and revise files. In addition, the permission attributes of a file can also 
be altered. In addition, the Content Management Package ensures robust client and server 
authentication by using PKI infrastructure. 
 
 

Data and Application IntegrationData and Application IntegrationData and Application IntegrationData and Application Integration    
 

Sybase also has a robust middleware stack for data and application integration. In particular, 
ASE provides a mature replication and data distribution product that could be used as a good 
way to distribute XML data and consolidate information at the XML document level. Sybase 
also has data access gateways that can access data present in the enterprise from a wide 
variety of sources, including other relational, flat file, and object-oriented data sources. These 
data and application integration tools can access data stored in Oracle, IBM DB2, Microsoft 
SQL Server, and Informix data stores as if it was natively stored in ASE. Furthermore, ASE can 
provide XML processing capabilities for data that resides in other data stores and formats, 
such as in an Oracle BLOB, for example. In addition to these data and application integration 
features, Sybase provides a number of B2B integration-focused products and services that 
can be well integrated with the ASE 12.5 product. 
 
Sybase also believes that XQuery will play an increasing role in integrating and transforming 
data from disparate data sources. Additional support for XQuery in the context of data and 
application integration will be a key goal for Sybase product releases in the future. While not 
an emphasis for ASE 12.5, XQuery will be the emphasis for upcoming releases.  
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Web Services ProcessingWeb Services ProcessingWeb Services ProcessingWeb Services Processing    
 

Sybase ASE 12.5 provides an embedded Java environment, so it can host any off-the-shelf 
product in Java. This major enhancement to the product gives them users an immediate 
opportunity to host tools for Web Services support and interoperability in their product. While 
Sybase doesn’t provide native support for SOAP queries or specific features for becoming a 
Web Services cache, the system will allow users to plug in EJB components that support Web 
Services through an EJB server that has shared connections for these sort of operations.  
 
 

Customers and ImplementationsCustomers and ImplementationsCustomers and ImplementationsCustomers and Implementations    
 

Sybase’s customers are primarily Fortune 1000 companies in North America and their 
equivalents in other geographic regions. Their primary markets include financial services, 
insurance, telecommunications, healthcare, defense and government agencies. Over 42% of 
Sybase’s total revenues were from international operations, with European operations 
accounting for 27% of total revenues, and intercontinental operations (principally Asia Pacific 
(including Japan) and South America) accounting for 15% of total revenues.  
 
 

Pricing and Channel SalesPricing and Channel SalesPricing and Channel SalesPricing and Channel Sales    
 

Customers generally purchase non-exclusive, nontransferable perpetual licenses, which range 
from several hundred dollars for single user desktop products to several million dollars for 
solutions that can support hundreds or thousands of users. Sybase also licenses many of 
their products for use in connection with third-party customer applications. ASE is licensed on 
a per-server and per-user seat methodology. Prices start at just a few thousand dollars for a 
single-server, limited user version of the product. The XML Management Platform costs extra, 
above the cost of the core ASE 12.5 product. 
 
 

Sales and Technology PartnSales and Technology PartnSales and Technology PartnSales and Technology Partnersersersers    
 

Sybase has a number of major sales and technology partners, established through the 
formalized Business Solutions Alliance (BSA). Sybase creates partnerships to provide end 
users with optimal solutions based upon Sybase’s leading-edge technology and the partner’s 
capabilities in specific markets. Sybase’s Business Solutions Alliance Program connects 
partners to the resources they need to profit from the relationship, including quality products, 
tools, training and access to marketing, business and technical support including press 
release opportunities, the Sybase TechWave Users Conference and Event discounts, partner 
logo branding, case studies, information via email and print, sales support via an assigned 
account manager, discount pricing, sales training, lead generation, collateral support, access 
to demonstration and pre-release software, and access to the Sybase Developer Network 
(SDN). Sybase currently has many BSA partners and plans to continue aggressively recruiting 
new partners to enhance their product lines. 
 
Sybase also has strategic partnerships with some of the world’s leading system integrators, 
commercial application developers, corporate resellers, hardware, education and technology 
solution providers supporting horizontal and vertical markets. These partners include Sun 
Microsystems, Electronic Data Systems (EDS), Apple Computer, BMC Software, Hewlett-
Packard, IBM, PeopleSoft, Silicon Graphics, Inc. (SGI), KPMG, and NetworkAppliance. 
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Brief Customer Case StudiesBrief Customer Case StudiesBrief Customer Case StudiesBrief Customer Case Studies    
 

Sybase has dozens of noteworthy case studies for their general ASE product. However, they 
have just begun to implement XML-focused solutions based on ASE 12.5 Even at this early 
stage, Sybase has a number of interesting case studies for different vertical industries. One 
big high-tech manufacturer implemented a Sybase ASE 12.5 solution based on XLM to assist 
in the handling of manufacturing cycle reports. This end-user customer had 300 different 
RDBMS servers to handle the various requirements of their assembly line. Since this user 
could only afford less than an hour of downtime in 6 months, they required up-to-the-minute 
reports of what happened in the manufacturing cycle. Since these reports were formed in 
XML and eventually meant for human consumption, they didn’t want to shred the data, but 
rather store it intact for later search and transformation. Sybase ASE 12.5 an ideal solution 
for this vendor that wanted to store XML natively as well as merge it with their existing 
relational data.  
 
Another industry end-user implemented Sybase ASE 12.5 as the main means to accomplish 
critical tasks for supply chain management without requiring EDI. This user wanted to use 
XML as the main interchange format, but get the same processing efficiency as EDI. Since 
they used many processing rules to interpret and format their content, they wanted to not only 
store the XML format, but also performing searches on the documents. Critically, they needed 
a schema-independent data storage since they didn’t have control over both ends of the 
communications pipe. Sybase ASE 12.5 solves this problem by providing the core store for 
their integration needs.  
 
 

Product Performance AnalysisProduct Performance AnalysisProduct Performance AnalysisProduct Performance Analysis    
 

ZapThink asked Sybase to run a variety of performance analyses to help prospective 
customers understand how the data store will run in a typical implementation scenario. The 
below metrics show an example of performance for various different data store sizes, query 
types, and configurations. It is important to note that ZapThink did not attempt to provide a 
benchmark or definitive quantitative analysis of the particular product for comparison with 
other vendors. These figures are meant to help customers understand how the product will 
perform in typical or average implementation scenarios. 

    
    
Performance Analysis SetupPerformance Analysis SetupPerformance Analysis SetupPerformance Analysis Setup    
 

Sybase used the XMARK XML performance benchmark as a guide to produce test results. The 
XML data files are generated using the data-generator provided by industry known XML 
Benchmark (XMARK) Project, and adhere to all the specification and guidelines as provided 
by XMARK. The data generator generates different type and size of XML files ranging 
anywhere from 10 to 15 levels in nesting as the input to the database. The sizes of the 
individual documents varied anywhere from 1MB to 100MB. Sybase also tested with the 
smaller size documents. 
 
The client program, which is a home grown Java based XML Benchmark Test bed, running on 
the same machine as the ASE engine, pumps the data into ASE engine, which parses the XML 
document, generates the index and inserts the generated index into the database. The index-
generation time quoted in this Study is actually the total time taken to parse, generate the 
index (path index, link index and value index) and inserting the generated index into the 
database. The time taken to do this operation is measured at the client side (in the XML 
benchmark driver program), so the actual time taken by ASE engine is only a portion actual 
time mentioned here. 
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For these benchmark tests, Sybase ran different type of queries that adhered to the 
guidelines mentioned in the XML benchmark project. The queries were run using the XML 
Driver program mentioned above. The time taken by the query is actually measured using the 
output that one gets from Sybase SQL extension command, with set statistics time on. Unlike 
the index generation time, the time measured is solely the time spent within the ASE engine. 
 
In performing the below analysis, the following hardware and software configuration was 
used: 
 
Server hardware configuration:Server hardware configuration:Server hardware configuration:Server hardware configuration:    
Sun Microsystems - sun4u 
4 Processors @ 450 MHz 
4 GB Ram 
 
Server software configuration:Server software configuration:Server software configuration:Server software configuration:    
Sybase Database: ASE 12.5.0.1. Made generally available in 2001.  
Operating System: Solaris 8 (32 bit) 
XML Data Generation Tool from XMARK 
XML Driver Program – Java Based 
Sybase JDBC Driver (JConnect 5_5) 
 
 

ASE 12.5 Indexing and Storage PerformanceASE 12.5 Indexing and Storage PerformanceASE 12.5 Indexing and Storage PerformanceASE 12.5 Indexing and Storage Performance    
 

Sybase ASE 12.5 shows linear performance in indexing and storing a sample set of XML data. 
Users can expect to find that as the data store grows, so too does the length of time required 
to store and index the XML document in the system. However, the below results are for a fairly 
arbitrary set of data, as per the Xmark benchmark, and can vary dramatically on a per-
application basis. In addition, the results below represent ‘out-of-the-box’ numbers. With 
additional optimization and configuration of the system, the results could be improved 
upwards of 20%. 
 

Figure 5: ASE 12.5 Performance Figure 5: ASE 12.5 Performance Figure 5: ASE 12.5 Performance Figure 5: ASE 12.5 Performance ---- Parse and Index Speed  Parse and Index Speed  Parse and Index Speed  Parse and Index Speed     
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ASE 12.5 Query PerformanceASE 12.5 Query PerformanceASE 12.5 Query PerformanceASE 12.5 Query Performance    
 

Sybase tested their ASE system using the XMark benchmark and the queries 
 that are mentioned in that specification. The aim of the XMark project is to provide a 
benchmark suite that allows users and developers to gain insights into the characteristics of 
their XML repositories. Specifically, Sybase used the following types of queries within the 
XMark specification: 
 

 Exact Match 
 Regular Path Expressions 
 Chasing References 
 Path Traversal 

 
The query results followed roughly the same pattern as the indexing and storage 
performance, with performance being linear with respect to aggregate data store size. The 
figure below shows this performance, with the results being the average response time for the 
above XMark queries. 
 

Figure 6: Sybase ASE 12.5 Query PerformanceFigure 6: Sybase ASE 12.5 Query PerformanceFigure 6: Sybase ASE 12.5 Query PerformanceFigure 6: Sybase ASE 12.5 Query Performance    
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CCCConclusionsonclusionsonclusionsonclusions    
 

There are many reasons why it is advantageous to leverage existing RDBMS systems such as 
Sybase’s ASE to store XML data. Companies and individuals have invested billions of dollars 
in relational data stores and skills. RDBMS systems have proven to be extremely reliable, 
scalable, and robust at storing terabytes of information. RDBMS systems routinely process 
complex queries on large databases within seconds. As such, there is a tremendous desire 
among IT organizations not to “throw out the baby with the bath water” and look for ways to 
leverage their existing investments. First and foremost, if the information originates in 
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relational databases and uses XML merely as an exchange or presentation format, there 
really is no need to migrate this information to other data formats. In such cases, the data 
originate in the relational store, and XML is merely a “facilitator.” Users can either take 
advantage of an RDBMS’ inherent capabilities to transform and map its internal data 
structures to XML format, or can build or purchase middleware that performs this mapping 
and transformation automatically. In addition, RDBMS systems allow traditional relational 
data and semi-structured data to co-exist and be used by multiple applications. This flexibility 
allows access to other relational tables by relating XML document content to other data 
stored in the database.  
 
Sybase offers lower total cost of ownership through the benefits of its deep integration with 
relational systems. Instead of having to work with multiple systems for XML and non-XML data 
storage, Sybase ASE 12.5 allows users to reduce their total cost of ownership by providing a 
unified solution for working with data in a variety of formats, combining native XML support 
with the benefits of transactions, reliability, scalability, and tool support. In this way, users can 
leverage their skills and knowledge of SQL and RDBMS technology for the benefit of handling 
XML, without requiring new training, best practices, and tools to be learned. 
 
Sybase furthers this value proposition by not having to force the user to make a choice 
between efficient data storage and robust, time-tested technologies. The ability for ASE 12.5 
to support and store XML in a “native” fashion raises the bar for the other RDBMS vendors 
and poses a challenge to the purpose-built, pure-play XML data storage solution vendors. The 
combination of an increasing set of XML-specific functionality with the transaction, reliability, 
and value-added feature set of Sybase and Sybase partner solutions will provide 
organizations with a credible option for storing XML in the enterprise. 
 
 

Product Summary: SOA ToolsProduct Summary: SOA ToolsProduct Summary: SOA ToolsProduct Summary: SOA Tools    
 

Sybase PowerDesigner is an all-in-one modeling and design solution for enterprises who need 
to build or re-engineer business applications. PowerDesigner features new process modeling 
capabilities and UML-based object modeling, and supports both traditional and emerging 
modeling techniques within one graphical environment. PowerDesigner also features a 
repository for storing and managing all modeling and design information across the 
enterprise. 
 
PowerDesigner offers the following features: 
 

 Business process modeling – a graphical, non-technical modeling tool. Includes 
generation and reverse engineering of ebXML code. 

 Object modeling – offers all standard UML techniques, and supports code generation 
and reverse engineering. 

 Data modeling – deep data modeling capabilities including data warehouse-specific 
modeling techniques. 

 Enterprise repository – security, version control, search, and reporting for software 
assets. 

 
 

ZapThink TakeZapThink TakeZapThink TakeZapThink Take    
 

PowerDesigner’s heritage is as a data modeling tool, which makes sense considering 
Sybase’s database expertise, and it is regarded as a leader in the data modeling space. Its 
object modeling capabilities are a relatively new addition to the product. PowerDesigner is 
able to generate WSDL files from an object model, as well as providing two-way generation 
between the model and the underlying code. However, PowerDesigner’s role as a SOA tool is 
still quite limited in is current version. 
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Company ProfileCompany ProfileCompany ProfileCompany Profile    
 

Profile: SybaseProfile: SybaseProfile: SybaseProfile: Sybase    (November 2002)(November 2002)(November 2002)(November 2002)    
Date Founded:Date Founded:Date Founded:Date Founded: 1984 
Funding:Funding:Funding:Funding: Publicly-held: (NYSE: SY) 
Management Team:Management Team:Management Team:Management Team:    

Chairman, CEO, & President: John S. Chen 
EVP: Michael W. Bealmear 
VP Corporate Development: Marty J. Beard   
VP, General Counsel and Secretary: Dan R. Carl 
SVP, Corporate Marketing: Pamela J. George  
SVP and GM eBusiness Division: Billy Ho  
SVP and GM, Business Intelligence Division: Eric Miles  
SVP and GM, v-Business group: Richard (Dick) J. Moore  
SVP and GM, Enterprise Solutions Division: Dr. Raj Nathan  
President of iAnywhere Solutions: Terry M. Stepien  
SVP and Chief Financial Officer: Pieter A. Van der Vorst  

Employees:Employees:Employees:Employees: 4,310 
Address:Address:Address:Address:    

One Sybase Drive  
Dublin, CA 94568  

URL:URL:URL:URL: www.sybase.com  
Main Phone:Main Phone:Main Phone:Main Phone: (925)236-5000 

 
 

Related ResearchRelated ResearchRelated ResearchRelated Research    
 

 Service-Oriented Integration Report (ZTR-WS103) 
 XML Data Storage Multi-Client Study (ZTR-ST102) 
 SOA Tools & Best Practices Report (ZTR-WS107) 

    
 
 

-- continued -- 
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About ZapThink, LLCAbout ZapThink, LLCAbout ZapThink, LLCAbout ZapThink, LLC    
 

ZapThink is an IT market intelligence firm that provides trusted advice and critical insight into 
XML, Web Services, and Service Orientation. We provide our target audience of IT vendors, 
service providers and end-users a clear roadmap for standards-based, loosely coupled 
distributed computing – a vision of IT meeting the needs of the agile business. 

ZapThink’s role is to help companies understand these IT products and services in the context 
of SOAs and the vision of Service Orientation. ZapThink provides market intelligence to IT 
vendors who offer XML and Web Services-based products to help them understand their 
competitive landscape and how to communicate their value proposition to their customers 
within the context of Service Orientation, and lay out their product roadmaps for the coming 
wave of Service Orientation. ZapThink also provides implementation intelligence to IT users 
who are seeking guidance and clarity into how to assemble the available products and 
services into a coherent roadmap to Service Orientation. Finally, ZapThink provides demand 
intelligence to IT vendors and service providers who must understand the needs of IT users as 
they follow the roadmap to Service Orientation. 

ZapThink’s senior analysts are widely regarded as the ‘go to analysts’ for XML, Web Services, 
and SOAs by vendors, end-users, and the press. They are in great demand as speakers, and 
have presented at conferences and industry events around the world. They are among the 
most quoted industry analysts in the IT industry. 

ZapThink was founded in October 2000 and is headquartered in Waltham, Massachusetts. Its 
customers include Global 1000 firms, public sector organizations around the world, and many 
emerging businesses. ZapThink Analysts have years of experience in IT as well as research 
and analysis. Its analysts have previously been with such firms as IDC and ChannelWave, and 
have sat on the working group committees for standards bodies such as RosettaNet, UDDI, 
CPExchange, ebXML, EIDX, and CompTIA. 

Call, email, or visit the ZapThink Web site to learn more about how ZapThink can help you to 
better understand how XML and Web Services impact your business or organization. 

 
ZAPTHINK CONTACT:ZAPTHINK CONTACT:ZAPTHINK CONTACT:ZAPTHINK CONTACT: 
ZapThink, LLC 
11 Willow Street 
Suite 200 
Waltham, MA 02453 
Phone: +1 (781) 207 0203 
Fax: +1 (786) 524 3186  
info@zapthink.com 
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