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AbstractAbstractAbstractAbstract    
While file systems, relational, and object-oriented database 
management systems have met our needs in prior years for data 
storage and retrieval, XML imposes new requirements on how that 
information needs to be stored so that it can be retrieved in a 
structured, hierarchical manner. This ZapThink report, “XML Data 
Storage Technologies and Trends” covers the various commercial 
options that focus on meeting the requirements for XML storage and 
retrieval, and identifies benefits, disadvantages, key market drivers, and 
sizing and growth of the market for these products. 

 
Key Points:Key Points:Key Points:Key Points:    

 Market Overview Market Overview Market Overview Market Overview    
• XML content should be stored in a manner that it can be searched and retrieved 

in XML format. This seemingly simple requirement has profound impact for 
existing data storage technologies.    

 Facts & Figures Facts & Figures Facts & Figures Facts & Figures    
• Expenditure on XML Storage solutions will grow from $75 million in 2000 to over 

$4.1 Billion (US) in 2005.    
• XML-enabled RDBMS vendors consumed only 15% of that market in 2000, but 

will consume over 65% of the total expenditure by 2005.      
• Native XML Data Store (NXD) vendors will realize around $1.6 billion in revenue 

by 2005.    
 Analysis Analysis Analysis Analysis    

• The primary methods in use today for storing XML documents include XML-
enabled (or extended) relational databases, NXDs, Content Management stores, 
and file systems.    

• NXDs will increasingly become a solution of choice for storage of document-
oriented XML content as well as Web Services, B2B messaging, and other 
transactional formats.    

• RDBMS vendors will continue to add XML support to their systems to provide 
users a way to leverage their existing storage assets.    

 Future Trends Future Trends Future Trends Future Trends    
• XML Query standards will mature over the next 6-12 months.    
• The integration and use of Web Services within XML data store vendors will 

determine the future of XML-enabled RDBMS vendors and NXD providers.    
 Decision Points Decision Points Decision Points Decision Points    

• Companies should base their storage architecture decisions on the amount of 
XML they are producing and the extensibility of that data. 

• Relational and XML data differ in many significant ways. The implication is that 
these two, very different data types may require two, very different storage 
solutions. 
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I. Report ScopeI. Report ScopeI. Report ScopeI. Report Scope    

 
As the use and adoption of Extensible Markup Language (XML) technologies 
continue to increase exponentially, a need has arisen for mechanisms to store, 
retrieve, and search through the XML documents being created. While file 
systems, and relational and object-oriented database management systems 
have met our needs in prior years for data storage and retrieval, XML imposes 
new requirements on how that information must be stored so that it can be 
retrieved in a structured, hierarchical manner. 
 
This ZapThink report, “XML Data Storage Technologies and Trends,” covers the 
various commercial options that focus on meeting the requirements for XML 
storage and retrieval, and identifies benefits, disadvantages, key market drivers, 
and sizing and growth of the market for these products. 

 
This report covers: 

 The requirements for XML storage 
 Drivers for XML storage and adoption 
 Options for XML document storage 

• Adaptation of Relational stores (XML “Extensions”) 
• “Native” XML Data stores (NXDs) 
• Content Management and other options 

 Advantages and disadvantages of each of the above approaches 
 Return on Investment (ROI) for implementation of XML storage solutions 
 Key standards for search and retrieval of XML documents 
 Growth and sizing of the market for XML storage offerings 
 Inhibitors to growth of the XML storage market 
 Profiles of key vendors offering XML storage solutions 

 
This report does not cover: 

 Content management solutions 
 Enterprise Application Integration (EAI) and B2B Integration solutions 
 Data integration applications that neither store XML as part of their 

inherent architecture nor present an interface to a user that “acts” like a 
database 

 
II. XML Data Storage: A Market OverviewII. XML Data Storage: A Market OverviewII. XML Data Storage: A Market OverviewII. XML Data Storage: A Market Overview    
 

2.1 XML Data Storage2.1 XML Data Storage2.1 XML Data Storage2.1 XML Data Storage    
    
XML is proliferating throughout the enterprise. The sources of XML documents in 
include web portals, content management systems, B2B transactions and 
exchanges, collaborative applications, relational databases, enterprise 
applications such as Customer Relationship Management, ERP, and financial 
applications, the creation and use of Web Services, and applications running on 
devices of all shapes and sizes. Everywhere that XML content must be 
“persisted” beyond just a single transaction or interaction requires some form of 
storage.  

 
This XML content must be stored in a manner that it is searchable and 
retrievable in XML format. This seemingly simple requirement has profound 
impact for existing data storage technologies. Developers are taking advantage 
of XML’s flexibility and extensibility in order to share, redistribute, and recombine 
content easily. However, these activities present challenges to current storage 
architectures. Currently, relational databases and file systems are the primary 
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options for long-term storage of information. While relational databases have 
existed for decades and have solved our basic needs for representing many-to-
many, relational data, the emergence of the hierarchical, structured, and 
extensible XML format has presented challenges to existing storage 
methodologies. In addition, using simple file systems for the storage of XML 
documents, and full-text search engines for XML document query and retrieval, 
has proved inadequate to meet the demands of highly scalable, robust 
transaction-oriented systems. As a result, a number of new approaches have 
emerged for persisting XML documents for later retrieval. Some of these new 
approaches actually repurpose existing relational, object-oriented, or hierarchical 
data management systems, while others are entirely new technologies created 
for the sole purpose of storing XML and similar text-based, metadata-enhanced, 
hierarchical data formats.  
 
How XML is used dictates the characteristics of the storage technology chosen. 
When XML is used mostly for transport, storage is a “means to an end” that 
enables document 
creation, facilitates 
exchange, as well as 
providing transaction 
and reliability support, 
and an audit trail. 
Typical XML 
“messaging” 
implementations 
include Web Services, 
B2B communications, 
and data exchange 
formats of all shapes 
and sizes. However, 
the longer that a 
message persists, the 
more it takes on the 
characteristics of data 
that is meant for long-
term storage. In 
addition, many XML 
documents are 
created with the 
specific intent of 
being stored for an 
indefinite amount of 
time. These XML 
documents included 
persistent documents 
of all sorts including 
web pages, XSLT 
transformation 
documents, and many 
kinds of published 
content. It is clear that 
in both the messaging 
and document 
contexts, the need for 
storage is pressing as 
these document 
collections grow.  

How XML is used 
dictates the 
characteristics of the 
storage technology 
chosen. 

TTTTAKE AKE AKE AKE CCCCREDIT FOR REDIT FOR REDIT FOR REDIT FOR RRRREADING EADING EADING EADING ZZZZAPAPAPAPTTTTHINK HINK HINK HINK RRRRESEARCHESEARCHESEARCHESEARCH!!!!

        

  
ZapThink is an IT market intelligence firm that provides trusted advice 
and critical insight into XML, Web Services, and Service Orientation. 
We provide our target audience of IT vendors, service providers and 
end-users a clear roadmap for standards-based, loosely coupled 
distributed computing – a vision of IT meeting the needs of the agile 
business. 
 
This document provides just a small glimpse of the intelligence 
ZapThink offers. To get the full picture, please visit our Web site at 
www.zapthink.com. You’ll find information about the range of our 
research on XML, Web Services, and SOAs and more of our market 
insight. You’ll also be able to sign up for our popular biweekly 
ZapFlash newsletter that can deliver our market-leading intelligence 
directly to your inbox. 
 
Also, Take Credit for reading ZapThink research! Visit 
www.zapthink.com/credit and enter the code NXDTT. We’ll reward you 
with ZapCredits  that you can use to obtain free research, ZapGear, 
and more! If you purchased this document, Taking Credit for it entitles 
you to free updates. If this document was free, then we’ll notify you 
when updates are available if you Take Credit for it.  
 
We hope that this document and our Web site help you understand 
the XML, Web Services, and Service Orientation marketplace better. 
However, our research is only a part of the value we offer our 
customers. For personal advice, press support, and competitive 
intelligence, subscribe to our ZapAccess research subscription 
service. Become a ZapThought Leader – let ZapThink help you 
understand the market-changing impact of standards-based, loosely 
coupled distributed computing, and use that understanding for 
competitive advantage. 
 
For more information, please call us at +1-781-207-0203, or drop us 
an email at info@zapthink.com.  
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XML is somewhat of a hybrid technology in that it contains deep functionality for 
marking up content as well as describing structured data. XML’s potency in 
representing documents originates in its SGML roots, while its data-handling 
capability comes from its platform independence, support for 
internationalization, and the ability to add extra information without breaking 
applications. There are currently a number of options for XML Storage, some of 
which are “data-centric” in that they provide a highly structured, regular 
architecture for data storage such as product catalogs and customer records; 
some of which are “document-oriented” in that they provide unstructured, semi-
structured, or irregular architectures mainly for document storage such as text 
files, email, and web pages; and others that provide the means to store either 
document and data-centric content such as online news sites and wireless 
device applications. Table 2.1 below shows the various XML storage types and 
their architecture “bias”: 
 
Table 2.1: XML Storage Options and ArchitecturTable 2.1: XML Storage Options and ArchitecturTable 2.1: XML Storage Options and ArchitecturTable 2.1: XML Storage Options and Architecture Biase Biase Biase Bias    

Storage ArchitectureStorage ArchitectureStorage ArchitectureStorage Architecture    DocumentDocumentDocumentDocument----OrientedOrientedOrientedOriented    DataDataDataData----OrientedOrientedOrientedOriented    
Database Systems   

Relational   
Object   
Object-Relational   
“Native” XML   

File System  
(Indexed or Non-indexed)   
Content Management Systems   

Source: ZapThink, LLC 
 
2.2 Structure2.2 Structure2.2 Structure2.2 Structured, Semid, Semid, Semid, Semi----Structured, and Relational Content in the EnterpriseStructured, and Relational Content in the EnterpriseStructured, and Relational Content in the EnterpriseStructured, and Relational Content in the Enterprise    

 
Content of both data-centric and document-centric types exists in many forms in 
the enterprise. ZapThink estimates that while 80% of all the content in an 
enterprise exists in an unstructured or semi-structured format (such as Word 
documents, PDF files, text documents, and web content), only 15% of an 
organization’s storage IT dollars are spent on storing this content. Figure 2.1 
illustrates this point below. 
 

Even though over 
80% of an 
enterprise's content 
exists in an 
unstructured format, 
only an average of 
18% of IT storage 
budgets are allocated 
to unstructured data 
storage.  
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Figure 2.1: Percent of IT Storage ReFigure 2.1: Percent of IT Storage ReFigure 2.1: Percent of IT Storage ReFigure 2.1: Percent of IT Storage Resources Allocated to Different Architecturessources Allocated to Different Architecturessources Allocated to Different Architecturessources Allocated to Different Architectures    

% of IT Storage Resources Allocated (2002)

48%

21%

12%

10%

5%

3%

1%

RDBMS

File systems

Web sites

Content / Document
Management
Directories

Semi-structured stores

Other

Source: Copyright © 2002, ZapThink LLC

 
In a survey of IT industry participants, an average of 82% of IT storage budgets is 
allocated to structured data storage, ZapThink anticipates that this percentage 
will shrink to about 73% by 2004. This means that only 18% of total IT storage 
budgets are allocated to unstructured or semi-structured data today.  
 
There is a wide range of sources of unstructured or semi-structured content in 
the enterprise. Sources of structured content include relational databases 
(RDBMS), enterprise software applications such as ERP and CRM systems, 
mainframe and legacy systems, LDAP and other directories, and B2B exchange 
formats such as EDI. Sources of unstructured or semi-structured content include 
office documents such as word processing, spreadsheet, and presentation files, 
web site content, file system data, content and document management 
information, and networked device data. This universe of data can be seen in 
Figure 2.2 below.  
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Figure 2.2: Figure 2.2: Figure 2.2: Figure 2.2: Sources of Structured and Unstructured Content in the EnterpriseSources of Structured and Unstructured Content in the EnterpriseSources of Structured and Unstructured Content in the EnterpriseSources of Structured and Unstructured Content in the Enterprise    

(Just Some) Sources of Content in the Enterprise

Source: Copyright © 2002 ZapThink, LLC
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III. Drivers for XML StorageIII. Drivers for XML StorageIII. Drivers for XML StorageIII. Drivers for XML Storage    
 
Just because content exists in many different forms in an enterprise is no 
guarantee that it will be encoded in XML. However, there are XML provides some 
key benefits that are driving the usage and adoption of XML in a variety of 
systems. This XML enablement subsequently requires robust, flexible, and 
appropriate storage mechanisms. Analyzing these key drivers for XML use and 
adoption will help to understand the drivers for XML storage and retrieval in the 
enterprise.  
 
In particular, XML’s increasing role as a key enabler of integration and platform-
independent communications is placing it at the center of a wide range of 
mission-critical, enterprise-class applications and support systems. XML is now 
becoming a key aspect of diverse applications such as news feeds, financial 
reporting, e-learning, e-government, and a whole host of “e-initiatives.”  In fact, 
any area where SGML was historically strong or where documents and data 
required encoding, XML will be present. No doubt, this increased role for XML will 
necessitate a more robust XML storage capability.  
 
3.1 Content Management, Reuse, and Single3.1 Content Management, Reuse, and Single3.1 Content Management, Reuse, and Single3.1 Content Management, Reuse, and Single----Source PublishingSource PublishingSource PublishingSource Publishing    

 
Much of the promised value of XML is that it can represent content that can then 
be reused to meet future needs. This notion of being able to repurpose content 
that is produced once, but then utilized many times in different formats, is 
known as Single-Source Publishing (or alternatively Multi-Channel Publishing, 
depending on your point of view).  
 
XML offers an organization the ability to reuse content, enforce document 
validity, provide a means for content management, and enable document 
searching. Clearly, plain old Word documents provide unstructured text that is 
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not readily capable of being easily reused. Typically, content authoring is 
decentralized and inefficient, where authors are unable to cooperate effectively 
for multi-author document creation. As a result, authors often recreate content, 
resulting in redundancy, lowered productivity and inefficiency. XML is required to 
“componentize” text into chunks that can be validated, assembled, stored, and 
searched in a standardized manner. 
 
Enabled by XML, Single-Source Publishing allows authors to develop content in 
componentized “chunks” that can be stored, searched, and later assembled on 
demand in a variety of output formats. In order to realize this componentization, 
the various document component elements therefore must be created in XML. 
These various pieces of XML content must then be stored along with the XSLT 
transformation documents, XML document trees, and other content components. 
The end results of the transformation can also be XML or XML-like documents 
such as XHTML, WML, HTML, or SGML. These documents can also be stored in 
XML-capable storage architectures. 

 
3.2 Web Services and Service3.2 Web Services and Service3.2 Web Services and Service3.2 Web Services and Service----Oriented IntegrationOriented IntegrationOriented IntegrationOriented Integration    

 
Companies can realize tremendous ROI by implementing XML-based 
architectures for integrating their internal and external systems. The Web 
Services approach to this integration problem is known as Service-Oriented 
Integration (SOI), but there are also non-Web Services XML-based means for 
integrating systems. XML can act as a data representation format capable of 
seamless connecting dozens, or even hundreds, of different systems with 
conflicting architectures. XML thus acts as an intermediate data representation 
or middleware layer facilitating inter-system communication. This intermediate 
representation needs to be cached in some efficient data store so that 
applications can integrate seamlessly. 
 
Of course, the mechanism behind Web Services or any other XML-based 
integration architecture is the exchange and storage (albeit temporary) of XML 
documents.  In particular, SOAP is an XML based protocol used for exchanging 
information in the Web Services stack. SOAP messages consist of an envelope 
that defines a framework for describing what is in a message and how to process 
it, a set of encoding rules for expressing instances of application-defined 
datatypes, and a convention for representing remote procedure calls and 
responses. Most implementations of the SOAP models need some sort of 
repository or temporary storage structure to allow for robust, multi-user access to 
Web Services information.  
 
Serializing object functionality to XML provides a platform-neutral format that is 
robust, reliable, transaction-safe, archivable, queryable by a variety of methods, 
human-readable, and supported by a wide range of vendors. XML also provides a 
convenient way to persist object component functionality in a way that the 
OODBMS was never able to do with widespread success. Since XML is being 
used to exchange computing functionality, storage of object descriptions, inter-
system messages, and registry/repository information can be used to great 
effect.  
 
3.3 e3.3 e3.3 e3.3 e----Business Messaging and Business Process AuditingBusiness Messaging and Business Process AuditingBusiness Messaging and Business Process AuditingBusiness Messaging and Business Process Auditing    

 
In a data-centric model, the fact that the data is stored or transferred as XML is 
usually incidental, since many times the data could just as easily be transmitted 
in formats such as EDI, ASN.1, or even HTML. However, XML is used to lower the 
cost of message creation, transmission, and integration, among other benefits. 
Businesses have been communicating and integrating their processes with 

Most 
implementations of 
the SOAP models 
need some sort of 
repository or 
temporary storage 
structure to allow for 
robust, multi-user 
access to Web 
Services.
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supply chain or other third-party partners for decades now. Technologies such as 
EDI, FIX, and HL7 are in widespread use by many large organizations looking to 
take advantage of the efficiencies of electronically connecting systems. However, 
these older formats have proven to be too large, complex, and expensive for 
many small to medium-sized organizations to adopt. Even large enterprises find 
widespread implementation of technologies such as EDI hard to swallow. XML is 
making great inroads in B2B messaging by providing cross-industry methods for 
system and process integration. In particular, XML-based formats such as 
ebXML, RosettaNet, Ariba and Commerce One’s marketplace formats (cXML and 
xCBL), OBI, and other industry formats are becoming increasingly more 
widespread. 
 
The resultant growth of the B2B integration market and the various efforts of e-
Business to electronically enable and simplify the exchange of transactions 
create of millions of XML documents on a daily basis. The temporary and 
ephemeral· XML documents generated by B2B processes require storing, 
managing, auditing, and querying, where proof of receipt will need to be 
implemented. The existing mechanisms for tracking these interactions will 
rapidly become ineffective. B2B messages consist of two major parts: an 
envelope that specifies routing and message properties, and the message itself. 
In both of these cases, the XML document structure is highly variable, presenting 
challenges to both RDBMS and file system storage architectures.  
 
3.4 Effective Content Searching3.4 Effective Content Searching3.4 Effective Content Searching3.4 Effective Content Searching    
 
One of the challenges for any sort of unstructured or semi-structured content is 
its ability to be effectively searched. The challenge of appropriate querying really 
doesn’t exist for structured content since the application developer and the DBA 
set up the structure of the database with query requirements in mind. However, 
querying of unstructured documents is really in the middle ages. The full-text 
search engines that are available are the horse-and-buggy query equivalents of 
the Formula One racecars that RDBMS provides. Experience with the Web has 
proven that as unstructured content proliferates, locating individual resources 
becomes increasingly more complex. The fact that Google works at all is nothing 
short of a miracle.  
 
XML is providing a scalable solution to this problem by enabling the encoding of 
content with metadata that is sufficient to allow it to be aggregated, stored, and 
searched efficiently. In many cases, organizations can improve their ROI simply 
by encoding unstructured documents with a modicum of metadata to enable 
enterprise-wide searching. In this manner, the need to locate pre-existing content 
in the enterprise effectively is driving XML adoption. 
 
3.5 XML3.5 XML3.5 XML3.5 XML----driven Web Sitesdriven Web Sitesdriven Web Sitesdriven Web Sites    
 
Another major driver of XML adoption is the desire to produce interactive and 
personalized web sites for internal or external use efficiently. Web sites have 
proliferated throughout the enterprise as publicly available web sites, corporate 
information portals, and secure partner extranets. Currently, web sites are either 
encoded directly in HTML (which by necessity ties content information with 
presentation format) or are stored in content “chunks” in a content management 
system. The challenges with this approach are first that it is difficult to repurpose 
web sites for different display types and templates, and second, that 
personalization has become an increasingly complex set of functionality. What 
organizations need is an effective separation of content from presentation.  
 

Experience with the 
Web has proven that 
as unstructured 
content proliferates, 
locating individual 
resources becomes 
increasingly more 
complex. 
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XML provides this separation as an inherent part of its data representation. As a 
result, organizations are encoding these various web applications in XML, rather 
than HTML or a vendor-proprietary format such as Macromedia’s Cold Fusion 
language. As a direct consequence of the use of XML , organizations need to 
store these documents efficiently , so that multiple authors can edit documents, 
apply version control, and enable the transformation of content to multiple end 
formats. These XML documents can either be stored in web servers that don’t 
recognize the inherent value of XML over HTML, or in data stores that take 
advantage of XML’s metadata and transformation capabilities. 
 
3.6 Device Communications and Data Storage3.6 Device Communications and Data Storage3.6 Device Communications and Data Storage3.6 Device Communications and Data Storage    
 
Finally, there is an increasing need to be able to transmit content and application 
functionality to an expanding class of devices. XML is the natural choice to 
accomplish this goal. XML is not only being used as the format by which content 
and application data are sent to the device, but also as an internal data 
representation format. As such, XML storage is needed both at the point of 
content generation as well as content consumption. Miniature XML data stores 
are beginning to populate the various handheld and alternate display devices, 
resulting in tremendous industry growth. 
 

IV. Support for XML in RDBMS SystemsIV. Support for XML in RDBMS SystemsIV. Support for XML in RDBMS SystemsIV. Support for XML in RDBMS Systems    
    
As discussed in Section II above, much of the existing data stored in an 
enterprise resides in relational databases. Over the past few decades, these 
data stores have emerged as high-quality, robust, secure, and blindingly fast 
information storage architectures that are central to virtually every organization’s 
business processes. The pervasiveness of RDBMS technology has resulted in the 
storage of hundreds, if not thousands of terabytes of data. In addition to their 
technical capability, RDBMS vendors have loyal customers and distribution 
channels to capitalize on XML-based solutions. The major RDBMS-selling 
organizations are not small enterprises by any stretch of the imagination: 
Microsoft, Oracle, IBM, and Sybase, among others. Therefore, when looking at 
strategies for storing and retrieving XML, it makes sense to take a first glimpse at 
how RDBMS systems can be extended to support this new format.  
 
4.1 Strategies for Storin4.1 Strategies for Storin4.1 Strategies for Storin4.1 Strategies for Storing XML Data in Relational Databasesg XML Data in Relational Databasesg XML Data in Relational Databasesg XML Data in Relational Databases    
 
Many users are looking to leverage their existing investments in RDBMS 
systems, management, and skilled resources to store XML content. In many 
ways, XML is just another representation of data, so why should it not belong in a 
relational database? Users thus must be able to insert XML documents into a 
relational data source, and then query and retrieve results in an XML format. 
These “XML Extensions” to RDBMS systems represent an excellent means for 
unlocking relational data in an XML environment without having to migrate the 
data to XML-only systems, which would result in data migration issues as well as 
possible re-coding of applications to communicate with the new data source. 
 
First, it is important to note that relational databases were designed with one 
thing in mind: relational data. Since relational data is not structured at all in the 
same manner as hierarchical XML data, any approach to storing XML in a typical 
RDBMS system will require modification of the system to handle this new format. 
Basically, RDBMS systems aren't inherently capable of supporting XML 
documents without modification to the way that either the XML documents are 
structured or the way that the relational information is architected. Those looking 
for native solutions to XML data storage should read Section V below. 
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There are two primary methods for working with XML in RDBMS systems: 
inbound and outbound translation and mapping of XML documents to relational 
data structures; or the storage of complete XML documents or fragments using 
pseudo-text structures such as BLOBs and CLOBs. Both of these approaches will 
be explored below. 
 
4.1.1 Inbound and Outbound Translation and Mapping 
 
One of the more “obvious” approaches to storing XML-formatted data in RDBMS 
systems is to assign XML document elements and components to various 
relational tables and columns, which is accomplished by physically mapping an 
XML document to a given relational data structure. By “shredding” the XML 
document in this manner, each XML element is treated as a separate entity, 
allowing the RDBMS to retrieve any element requested by the application. 
However, document hierarchies must be recreated for every request since the 
tree is not stored as an entity. This extra step can actually provide an interesting 
and compelling advantage: the application can combine XML elements in any 
manner they choose.  
 
Many RDBMS vendors are now increasing their level of support for this sort of bi-
directional mapping. In essence, the RDBMS has been “retrofitted” to produce 
XML output and accept XML input, but without having to make any changes to 
the underlying data storage architecture. 
 
When users require only one-way mapping to RDBMS systems, especially when 
the user requires only XML output from the RDBMS, they need not provide 
explicit XML-relational mappings within the RDBMS. In this case, users can take 
advantage of middleware or Data Integration tools such as those offered by 
XAwareXAwareXAwareXAware, Information Builders’ iWay SuiteInformation Builders’ iWay SuiteInformation Builders’ iWay SuiteInformation Builders’ iWay Suite, or dozens of other providers. These 
data integration middleware solutions provide a mechanism to retrieve data in 
XML format regardless of their original source type. This middleware approach 
allows users to avoid having to make any modifications to their RDBMS systems 
while simultaneously allowing XML access. Another option for mapping between 
relational and XML data structures is to use vendor-provided APIs such as 
Microsoft’s ADO.NET or IBM’s Database DOM, each of which provides rich XML 
input and output functionality. Of course, the use of middleware only provides a 
thin-layer of XML storage and is not in itself a storage architecture. These 
components also vary tremendously in the sophistication of their user interface, 
ranging from simple programmatic APIs to rich graphical user interfaces. 
 
Another approach is for users to perform their own XML-to-RDBMS mapping by 
simply using a combination of XML, XSL, and programmatic capabilities. Figures 
4.2a-c show how users could feasibly map XML into an RDBMS structure. They 
can generate the output by simply selecting the results and building an XML 
document tree using Java, VB or any similar language and taking advantage of 
the DOM. 
 
Figure 4.2a: Custom XML Mapping to RDBMS Figure 4.2a: Custom XML Mapping to RDBMS Figure 4.2a: Custom XML Mapping to RDBMS Figure 4.2a: Custom XML Mapping to RDBMS –––– the XML document the XML document the XML document the XML document    
<INSERT> 
  <ROW> 
    <NAME>Jekyll N. Hyde</NAME> 
    <ID>1000</ID> 
  </ROW> 
</INSERT> 

IBM Database DOMIBM Database DOMIBM Database DOMIBM Database DOM    
Information Builders Information Builders Information Builders Information Builders 
(iWay)(iWay)(iWay)(iWay)    
Microsoft ADO.NETMicrosoft ADO.NETMicrosoft ADO.NETMicrosoft ADO.NET    
XAwareXAwareXAwareXAware  

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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Figure 4.2b: Custom XML Mapping to RDBMS Figure 4.2b: Custom XML Mapping to RDBMS Figure 4.2b: Custom XML Mapping to RDBMS Figure 4.2b: Custom XML Mapping to RDBMS –––– the XSLT transform the XSLT transform the XSLT transform the XSLT transform    
<xsl:stylesheet 
xmlns:xsl="http://www.w3.org/1999/XSL/Transform"> 
<xsl:template match="/"> 

<xsl:apply-templates/> 
</xsl:template> 
<xsl:template match="ROW"> 

INSERT INTO customers (name, id) values ( 
<xsl:apply-templates select="NAME" />, 
<xsl:apply-templates select="ID" />); 

</xsl:template> 
<xsl:template match="NAME">'<xsl:apply-
templates/>'</xsl:template>,  
<xsl:template match="ID"><xsl:apply-
templates/></xsl:template> 
</xsl:stylesheet> 
 
Figure 4.2c: Custom XML Mapping to RDBMS Figure 4.2c: Custom XML Mapping to RDBMS Figure 4.2c: Custom XML Mapping to RDBMS Figure 4.2c: Custom XML Mapping to RDBMS –––– The Final Mapped Result The Final Mapped Result The Final Mapped Result The Final Mapped Result    
INSERT INTO customers (name, id) values ( 
'Jekyll N. Hyde',  
1000); 
 
Of course, we have only talked about the insertion and retrieval of RDBMS data 
as XML document elements. Querying and selection capabilities are a different 
matter entirely. Clearly, once data exist in the RDBMS system, one can take 
advantage of standard SQL queries to retrieve interested text. However, SQL 
doesn’t take advantage of XML capabilities, such as those offered by XPath and 
emergent XML query languages. In addition, RDBMS systems are extremely 
limited in their support for text queries, as would be required to locate content 
within elements. The traditional SQL “LIKE” operator can be used to locate 
strings within XML content, but is not capable of understanding complex text 
structures such as white space and punctuation and does not make use of 
indices to perform efficient query evaluation.  
 
4.1.2 Internal Storage of XML Documents 
 
Another approach to storing XML documents is to use many RDBMS systems’ 
capabilities to store large binary or text objects within the database. Rather than 
decompose the XML document and map the elements to pre-defined fields, 
users can insert entire XML documents, or fragments of documents, into the 
database using BLOBs (Binary Large Objects) or CLOBs (Character Large 
Objects). In essence, these databases allow users to “jam” in any sort of data 
type they wish in these open slots – including XML, PDF, MP3, or video files.  
 
The presence of this “open” slot for arbitrary data means that entire XML trees 
can be inserted into the document, allowing for a great degree of flexibility. 
BLOBs, and especially their text-only cousin CLOBs, are used for storage of semi-
structured data, and can be indexed. In many cases, the full text can even be 
indexed to allow for more efficient processing of queries. Figure 4.3 below 
illustrates how BLOBs can be used to insert XML into a database that has this 
storage structure. 
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Figure 4.3: Sample implementation of BLOBs for XML storageFigure 4.3: Sample implementation of BLOBs for XML storageFigure 4.3: Sample implementation of BLOBs for XML storageFigure 4.3: Sample implementation of BLOBs for XML storage    
CREATE TABLE content (num serial, xmltext clob); 
 
INSERT INTO content VALUES (0, 
FileToClob('xmltextfile.xml', 'server')); 
 
CREATE INDEX xidx ON content (xmltext vts_clob_ops) 
USING vts IN sbspace; 
 
SELECT * FROM content WHERE vts_contains(xmltext, 
'(Search) <IN> GIVEN'); 
 
Developers using RDBMS systems to store XML document now have a few 
choices they can make: 

 Store the entire XML document in a BLOB if they don’t care to index or 
search on individual XML elements 

 Map an XML document to relational columns and tables, and provide 
the BLOB-stored XML document as a way of retrieving the whole 
document intact 

 Break XML documents into a number of BLOB fields 
 Use BLOB fields as an “overflow” mechanism for XML data that don’t fit 

into a mapped relational construct. 
 
This last approach is one that is taken by a number of major RDBMS vendors 
such as Microsoft and IBM that want to allow for the extensibility of XML 
documents while providing the power of relational databases.  
 
With BLOBs, entire XML documents can be retrieved intact from the database, 
but individual document elements cannot be queried and retrieved, greatly 
limiting the flexibility and effectiveness of this approach. 
 
4.1.3 A Hybrid Approach Using Relational and Non-Relational Data Sources 
 
Finally, one can combine relational technologies with non-relational storage 
architectures such as full-text search engines offered by vendors such as VerityVerityVerityVerity 
and InktomiInktomiInktomiInktomi. Using these solutions, one can store XML documents as an entirety 
in text-storage solutions, while maintaining a copy in relational data stores. Text 
queries and modifications can then be submitted to the text engine for 
processing, thus providing the benefits of text storage while allowing an 
application developer to utilize a relational database system for the underlying 
storage mechanism.  
 
In this case, the text indexing structures would be stored external to the 
relational database, requiring the use of transactions to ensure consistency 
between the indices and the data in the relational tables. Thus, the developer 
must grapple with replication and data integrity issues when implementing this 
approach. But, this has been the exact approach used for indexing and querying 
HTML pages that are also dynamically driven by relational databases. 
Performance of the overall system is very much dependent on the performance 
of the text engine, since the RDBMS is merely acting in a support capacity. 
 
This “hybrid” approach results in greater efficiencies in text processing as well as 
providing better text querying capability and granularity of document recall over 
the more straightforward approaches discussed above. However, we are now 
starting to “cross the border” from relational models to non-relational models for 
solving XML storage issues. In this case, this is not really an RDBMS approach to 
storing XML, but rather using non-RDBMS systems to make up for platform 
shortcomings.  

InktomiInktomiInktomiInktomi    
VerityVerityVerityVerity    

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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4.2 Advantages of XML Extensions to RDBMS systems4.2 Advantages of XML Extensions to RDBMS systems4.2 Advantages of XML Extensions to RDBMS systems4.2 Advantages of XML Extensions to RDBMS systems    

 
There are many reasons why it may be advantageous to use existing RDBMS 
systems to store XML data. Companies and individuals have invested billions of 
dollars in relational data stores and skills. As such, there is a tremendous desire 
among IT organizations not to “throw out the baby with the bath water” and look 
for ways to leverage their existing investments. First and foremost, if the 
information originates in relational databases and uses XML merely as an 
exchange or presentation format, there really is no need to migrate this 
information to other data formats. In such cases, the data originate in the 
relational store, and XML is merely a “facilitator.” Users can either take 
advantage of an RDBMS’ inherent capabilities to transform and map its internal 
data structures to XML format, or can build or purchase middleware that 
performs this mapping and transformation automatically.  
 
In the case where XML content does not originate from relational data stores, 
there are still compelling reasons for why RDBMS systems should be used as 
generic XML data stores. RDBMS systems have proven to be extremely reliable, 
scalable, and robust at storing terabytes of information. RDBMS systems 
routinely process complex XML queries on large databases within seconds.  
 
RDBMS systems also allow users to generate arbitrary XML documents from 
query results without a pre-conceived structure. In addition, RDBMS systems 
allow traditional relational data and semi-structured data to co-exist and be used 
by multiple applications. This flexibility allows access to other relational tables by 
relating XML document content to other data stored in the database. 
 
In addition, RDBMS systems provide a “quick-and-dirty” way of storing XML 
documents without requiring the developer to install new software, learn new 
tools, or change the way they interact with their existing applications. RDBMS 
systems also provide a means to write user-defined routines, and can leverage 
full-text indexing applications such as those mentioned in the hybrid approach 
above.  
 
4.3 Disa4.3 Disa4.3 Disa4.3 Disadvantages of XMLdvantages of XMLdvantages of XMLdvantages of XML----Enabled RDBMS systemsEnabled RDBMS systemsEnabled RDBMS systemsEnabled RDBMS systems    
 
Despite the best efforts to store XML documents in RDBMS systems, the process 
is far from transparent. In fact, in many ways, trying to insert XML data in a 
typical RDBMS system is akin to shoehorning relational data into HTML 
documents. Clearly, the two data storage paradigms are different. The very 
nature of RDBMS systems is to store relational information, whereas XML is 
geared at encoding data in a metadata-enhanced, hierarchical manner. While 
RDBMS systems may see themselves as a “universal data storage engine,” the 
reality is that the storage, retrieval, query, and transformation requirements for 
relational and XML data types are quite different.  
 
One of the most significant deficits of current RDBMS storage capabilities is their 
inability to be able to deal with highly extensible XML documents – namely, 
documents with highly variable document trees. The RDBMS requires a database 
schema of tables, rows, and columns, and the relationship among them that 
defines how to store information. Since RDBMS systems demand that schema 
be set in advance of data inserted, XML documents that allow for frequent 
optional or freely inserted hierarchical elements can wreak havoc with traditional 
relational databases. Developers therefore have their hands tied, possibly 
forgoing the rich capabilities offered by XML structure. Without these features, 
there is no real benefit over storing flat text. The only option in an RDBMS system 
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is to make use of BLOBs and CLOBs as “overflow” fields. However, if every XML 
document inserted in the RDBMS has a different architecture, one ends up 
bypassing the basic capabilities of the relational database. In addition, many 
basic XML features such as recursive data types, alternative structures, 
inclusions, and other hierarchically based data features do not map easily or 
efficiently to the relational model. 
 
To accommodate these needs, many RDBMS vendors have introduced XML 
extensions that automatically create schemas from XML definitions. However, 
these schemas may not be optimized for different combinations of queries and 
content required by applications. Also, the conversion process itself is full of 
ambiguities that must be automatically resolved by a processor. Furthermore, 
real-time mapping and modeling can seriously impact performance and 
reliability.  
 
When the RDBMS maps and transforms XML documents from relational fields, 
XML queries can be long and involve multiple joins which the RDBMS must 
perform. Such joins can be very expensive in terms of speed and processing 
power. This scheme also cannot support gigabyte collections of text with 
hundreds or thousands of element nodes while providing acceptable search 
response time. The same challenge appears on document insertion – requiring 
the RDBMS to insert dozens or hundreds of records to create a single XML 
document. The XML mapping-translation approach also only supports basic text 
searching capabilities and cannot perform tree-based searching (such as XPath) 
or word-distance operators.  
 
In instances where XML documents are stored as BLOB or CLOB fields, there are 
a number of additional disadvantages. In addition to reduced performance since 
the storage methodology doesn’t take advantage of relational fields, the system 
treats XML documents as monolithic blocks, thus posing challenges for XML 
document modification and update. BLOBs and other proprietary SQL extensions 
also frustrate developers that are working in multi-vendor RDBMS environments, 
not allowing applications to be moved between systems.  
 
While it may seem that implementing a hybrid approach yields the best of both 
worlds, it has unique problems of its own. An all-relational approach allows users 
to merge data from other relational tables with the textual data, but the use of a 
separate text engine negates this capability, or at least makes it much more 
difficult to achieve the same effect. This hybrid approach also presents problems 
in attempting to match document ID’s and makes it very difficult to evaluate text 
queries across both systems. Instead, the text engine must perform all text 
queries, while the RDBMS executes all relational queries. There is also a high 
degree of redundant data since identical information must be stored in both the 
relational database and the text engine. Finally, performance cannot be 
guaranteed in hybrid relational-text storage architectures since query and insert 
performance is based on the implementation of the text engine and not the 
relational database system.  
 
Many RDBMS vendors assert that only a single RDBMS system will be used when 
storing and retrieving XML data. What about enterprises that use a wide range of 
RDBMS solutions from multiple vendors? In these cases, all of the above 
approaches mentioned above won’t work, since there are no cross-system 
methods employed to enable joint XML storage and querying. 
 
In general, RDBMS architectures are optimized for relationally oriented data, and 
not optimized for text. The way RDBMSs index text is different from the way they 
index numeric data. XML, SGML, and HTML can contain highly redundant and 
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repeating constructs. This is not the case with relational information that utilizes 
relations to avoid this specific data redundancy issue.  
 
4.4 Current Support of XML features in RDBMS Products4.4 Current Support of XML features in RDBMS Products4.4 Current Support of XML features in RDBMS Products4.4 Current Support of XML features in RDBMS Products    
 
All of the major RDBMS vendors now have some level of support for XML. This 
includes Microsoft's SQL Server, Oracle 9i, IBM DB2, and InformixMicrosoft's SQL Server, Oracle 9i, IBM DB2, and InformixMicrosoft's SQL Server, Oracle 9i, IBM DB2, and InformixMicrosoft's SQL Server, Oracle 9i, IBM DB2, and Informix products. Each 
of these vendors sees XML as a strategic opportunity for data storage in the 
enterprise. As a result, they aren’t going to wait around while other vendors “eat 
their cake.” While relational data currently dominate enterprise storage 
architectures, XML data are rapidly catching up (see Section II for analysis). In 
addition, there haven’t yet been established best practices for storing XML 
information. As a result, RDBMS vendors as well as Native XML Data Store (NXD) 
vendors and Content Management (CM) systems can all have a major role to 
play in XML storage and retrieval.  
 
While all the RDBMS vendors support (or plan to support) XML capabilities, they 
do so to different extents. All of the systems are capable of representing 
relational data in XML form, mapping XML to relational fields, and BLOB storage, 
but not all provide a “SELECT AS … XML” capability, full-text searching, and XML 
SDKs for transformation and document manipulation. As of report publishing 
date, Table 4.1 illustrates the various capabilities of these “XML-enabled” 
RDBMS vendors. 

 
Table 4.1: XMLTable 4.1: XMLTable 4.1: XMLTable 4.1: XML----Enabled RDBMS VendorsEnabled RDBMS VendorsEnabled RDBMS VendorsEnabled RDBMS Vendors    
VendorVendorVendorVendor    ProductProductProductProduct    XML XML XML XML     

OutputOutputOutputOutput    
SELECTSELECTSELECTSELECT    
aaaas XMLs XMLs XMLs XML    

BLOB/BLOB/BLOB/BLOB/    
CLOBCLOBCLOBCLOB    

Text Text Text Text     
SearchSearchSearchSearch    

XML XML XML XML     
SDKSDKSDKSDK    

IBM DB2 XML Extender      
Informix Web DataBlade      
Microsoft XML for SQL Server 

2000      
Microsoft Access 2002      
Oracle Oracle 9i      

Source: ZapThink, LLC 
 

In addition to the above features, many of the RDBMS vendors are contributing 
to an XML version of the popular SQL format for data querying. Known as SQLX, 
the specification is currently under development, and ZapThink expects that 
many of the tools produced by the RDBMS vendors to be compliant with this new 
format in the near future.  

 
4.5. XML4.5. XML4.5. XML4.5. XML----Enabled RDBMS Market GrowthEnabled RDBMS Market GrowthEnabled RDBMS Market GrowthEnabled RDBMS Market Growth    
 
It is difficult to separate license sales for RDBMS products based on whether or 
not they are being purchased for their XML capabilities. ZapThink expects, 
however, that much of the sales of RDBMS licenses in 2002 and beyond will 
include XML capabilities. As these capabilities permeate the market, they could 
have profound impact on the development and adoption of other forms of XML 
data storage. The percentage of licenses sold for XML-enablement versus 
traditional relational database applications is illustrated in Figure 4.4 below.  

 

IBMIBMIBMIBM    
InformixInformixInformixInformix    
MicrosoftMicrosoftMicrosoftMicrosoft    
OracleOracleOracleOracle    
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Figure 4.4: Percentage of RDBMS Licenses Sold for Primary Application Figure 4.4: Percentage of RDBMS Licenses Sold for Primary Application Figure 4.4: Percentage of RDBMS Licenses Sold for Primary Application Figure 4.4: Percentage of RDBMS Licenses Sold for Primary Application     
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V. “Native” XML Data Stores (NXDs)V. “Native” XML Data Stores (NXDs)V. “Native” XML Data Stores (NXDs)V. “Native” XML Data Stores (NXDs)    

    
Emerging from roots in SGML, HTML, text, object-oriented, and hierarchical 
storage roots comes a new category of XML storage solution: the “Native” XML 
Data Store (NXD). Rather than being forced to map XML documents to an 
alternate data representation format or insert an entire XML document into a 
single field, the NXD can accept XML documents for storage and retrieval without 
any modifications, mapping, or transformations. 
    
5.1 The Native XML Data Store Defined5.1 The Native XML Data Store Defined5.1 The Native XML Data Store Defined5.1 The Native XML Data Store Defined    
 
The term “Native XML Data Store” (or alternately, Native XML Database, XDBMS, 
or XDB) has been somewhat misused, so the definition should be limited to their 
interface to the user and their approach to storing XML documents, rather than 
being based on their storage architecture – indeed, there are NXDs based on 
RDBMS technology. The term NXD does not imply storage architecture, but 
rather implies that XML data can be stored without any explicit transformation, 
mapping, or manipulation. Basically, to the user it should seem as if they are 
simply inserting an XML document. Any mapping, transformation, or other 
manipulations must happen completely behind the scenes, invisible to the user. 
As a result, RDBMS systems that can store XML but require explicit mappings or 
otherwise expose the storage architecture to the user cannot be considered to 
be NXD systems. However, there are some applications that are wrapping 
existing RDBMS with NXD functionality, such as BBBB----Bop Xfinity. Bop Xfinity. Bop Xfinity. Bop Xfinity.  
 
The term “Native XML Database” (ZapThink prefers to use the term Data Store) 
is alternatively defined by the XML:DB Initiative as  

defining a (logical) model for an XML document -- as opposed to the data in 
that document -- and storing and retrieving documents according to that 
model. At a minimum, the model must include elements, attributes, 
PCDATA, and document order. Examples of such models are the XPath data 
model, the XML Infoset, and the models implied by the DOM and the events 
in SAX 1.0. 
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The definition continues by stating that the NXD systems use XML documents as 
their fundamental unit of logical storage as compared to relational databases’ 
use of rows in a table as a fundamental unit of logical storage. However, even 
the XML:DB initiative states that NXDs are not required to have any particular 
underlying physical storage model. This abstraction requires developers to 
continue to use the NXD interface in order to see a useful representation of the 
data. Therefore, if a particular NXD sits on top of a relational database, 
accessing the data tables directly using SQL would not give very useful data. 
 
Since an NXD doesn’t specify a particular storage architecture, measurements 
such as system performance, footprint, and other such metrics cannot be 
construed as valid benefits of NXD systems. NXD systems can use hierarchical, 
object-oriented, file system, relational, and binary storage formats that exhibit 
highly variable performance metrics. As a result, the primary value of NXDs is not 
so much their performance, but rather their inherent understanding of XML 
capabilities.  
 
NXDs’ most valuable attribute is their ability to store arbitrary and highly variant 
XML documents. RDBMS systems require explicit mappings, and by their very 
nature are unable to deal with XML documents that have a highly variable 
structure and take advantage of XML’s extensibility capabilities. NXDs are well 
suited to document-centric needs, while simultaneously supporting the 
requirements of data-centric applications. These document-centric needs include 
Content Management, vertical industry document exchange, and B2B and EAI 
integration using Web Services, ebXML and RosettaNet. NXDs are not well suited 
for highly data-driven applications that would be just as well or better suited for 
RDBMS storage.  
 
The key distinguishing characteristic between XML-enabled RDBMS solutions 
and NXDs is that the RDBMS “extensions” expose the relational database 
system to the user. In this manner, the RDBMS is the primary application, and 
XML is treated as just another interface to the data format to be stored. Native 
XML data stores may themselves use RDBMS or OODBMS systems to store the 
XML content, but the important distinguishing factor is that these systems are 
not exposed to the end user. The end user interacts with the system as if it was 
storing XML documents natively, rather than working with an RDBMS system that 
happens to store XML documents in addition to relational fields. The XML 
content is stored in its original hierarchical form.  
 
NXDs also make comprehensive use of data-specific XML standards and 
specifications such as XPath, XQuery, XLink, XML Schema, and XSLT.  Using 
these capabilities, NXDs allow developers to retrieve entire documents, sub-
document trees, and update part or all of these documents locally within the 
database. During insertion, these data stores can validate documents using 
DTDs or XML Schemas. However, schemas are not necessary, since the data 
store understands the extensible nature of XML documents. As a result, 
“schema-independent” insertion of XML documents allows the database to 
adapt to the XML documents as they are inserted or modified.  
 
Native XML Data Stores can also manage collections of documents, allowing 
developers to query and manipulate XML documents as a set – similar to the 
relational concept of the table. However, unlike a table, NXDs don’t impose a 
single schema on the collection of XML documents. Regardless of document 
schema, users can construct queries that cut across all documents in the 
collection. Query performance is improved through the creation of indices on the 
data stored in collections.  
 

The primary value of 
NXDs is not so much 
their performance, 
but rather their 
inherent 
understanding of XML 
capabilities. 
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Query support within NXDs varies dramatically. Some vendors provide a 
mechanism for updating an XML document in place, while others require the 
entire document to be retrieved, updated externally to the system, and then 
reinserted. ZapThink expects that W3C standards efforts will dramatically 
improve and stabilize this aspect of NXD systems over the next 6-12 months. 
Without standardization, the range of available approaches include use of 
XQuery, proprietary update languages, DOM manipulation, and the use of 
“UpdateGrams.” 
 
5.2 NXD Storage Architectures5.2 NXD Storage Architectures5.2 NXD Storage Architectures5.2 NXD Storage Architectures    
 
As mentioned in the sections above, storage architectures for Native XML Data 
Store solutions cover a wide range of technologies and types. In general, the 
underlying mechanisms for storing XML in a “native” XML data store include 
hierarchical (tree-based) storage structures, object-oriented databases 
(abstracted), relational databases (abstracted), text-file engines, persisted DOM 
implementations (in-memory or on disk), and proprietary binary file formats. 
Table 5.1 below shows the range of current NXD offerings and their underlying 
storage architectures.  
 
Table 5.1: Underlying Storage Architecture for NXD SolutionsTable 5.1: Underlying Storage Architecture for NXD SolutionsTable 5.1: Underlying Storage Architecture for NXD SolutionsTable 5.1: Underlying Storage Architecture for NXD Solutions    
Hierarchical  Hierarchical  Hierarchical  Hierarchical  

(Tree) (Tree) (Tree) (Tree)     
ObjectObjectObjectObject    

OrientedOrientedOrientedOriented    
RelationalRelationalRelationalRelational    TextTextTextText    

EngineEngineEngineEngine    
PersisPersisPersisPersistedtedtedted    

DOMDOMDOMDOM    
Proprietary Proprietary Proprietary Proprietary 

BinaryBinaryBinaryBinary    
Ipedo 
Tamino 

Birdstep 
Excelon (XIS) 
X-Hive 
 

B-Bop 
 

IXIASoft 
XML Global 
XYZFind 

Infonyte Coherity 
LazySoft 
NeoCore 
TeraText 

Source: ZapThink, LLC 
 
5.2.1 Tree and Hierarchical Databases 
 
A natural structure for storing XML data would be to use hierarchical data 
storage formats such as tree-based databases and in-memory hierarchical 
structures. These structures would allow a straightforward mapping of XML 
document data directly to memory or file structures keyed on tree elements. Two 
major NXDs that support the hierarchical method for XML data storage include 
Software AG’s TaminoSoftware AG’s TaminoSoftware AG’s TaminoSoftware AG’s Tamino and Ipedo XML DatabaseIpedo XML DatabaseIpedo XML DatabaseIpedo XML Database.  
 
5.2.2 Object-Oriented Databases 
 
Object-oriented Database Management Systems (OODBMS) have been around 
for decades. Much of the battle for data storage in the early 1980’s was between 
the relational model of storage and object-oriented storage methodologies. One 
of the early entrants in this space was ExcelonExcelonExcelonExcelon, formerly known as Object Design 
Inc (ODI). The XML model lends itself well to being represented in OODBMS since 
they both have a hierarchical, schema-constrained structure. OODBMS have had 
decades of development and have reached a certain level of maturity, 
robustness, and product functionality. In addition to the maturity of OODBMS 
technology, there is considerable expertise available on how to use these data 
stores, and the technology has seen limited success in a number of vertical 
industries, such as finance.  
 
However, object-oriented structures are organized as directed graphs, not just 
hierarchical tree structures, and have inheritance, encapsulation, and other 
features not present in XML. In many ways, using an OODBMS for XML storage is 
overkill, but no doubt this functionality will become increasingly necessary as 
XML applications become more robust. Vendors such as ExcelonExcelonExcelonExcelon, XXXX----HiveHiveHiveHive, and 

ZapThink expects that 
the W3C will 
standardize XML 
updating capabilities 
in the next 6-12 
months.

Ipedo (XML DB)Ipedo (XML DB)Ipedo (XML DB)Ipedo (XML DB)    
Software AG (Tamino)Software AG (Tamino)Software AG (Tamino)Software AG (Tamino)

 Vendor FocusVendor FocusVendor FocusVendor Focus 

BirdstepBirdstepBirdstepBirdstep    
Excelon (XIS)Excelon (XIS)Excelon (XIS)Excelon (XIS)    
XXXX----Hive (XHive (XHive (XHive (X----HIVE/DB)HIVE/DB)HIVE/DB)HIVE/DB)    

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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BirdstepBirdstepBirdstepBirdstep have taken advantage of OODBMS technology to represent XML data 
structures.  
 
5.2.3 Text File-based Systems 
 
Since XML files are basically just text documents, a number of text engine and 
file-based search and retrieval systems have applied their solutions to storing 
and retrieving XML content. Some of these solutions are extremely efficient and 
have proven their worth indexing millions of HTML or SGML documents. Such 
products include IXIASoft’s TEXTMLIXIASoft’s TEXTMLIXIASoft’s TEXTMLIXIASoft’s TEXTML, XML Global’s GoXML DBXML Global’s GoXML DBXML Global’s GoXML DBXML Global’s GoXML DB, and XYZFindXYZFindXYZFindXYZFind. 
These solutions provide simplicity and proven reliability, but their efficiency may 
lag behind solutions that take advantage of the hierarchical, node, or object-
oriented nature of XML documents. In essence, while XML files are text 
documents, they aren’t just any text documents. These text-based solutions have 
varying capabilities for retrieving document sub-trees and querying element 
groups, so users should careful to test the capabilities of these offerings. 
 
5.2.4 Persisted-DOM Implementations 
 
One of the primary programmatic methods for accessing XML documents is 
through the Document Object Model (DOM). Since the DOM is a construct that is 
created at runtime and is meant to exist only for the duration that a given XML 
document is being manipulated, various XML storage solutions, such as InfonyteInfonyteInfonyteInfonyte, 
seek to “persist” the DOM by storing it in either a binary or other representation. 
This allows XML documents to go “from disk to memory” with minimum 
processing steps in between. Clearly, this approach is focused on discrete XML 
documents that don’t require multiple queries or joins before retrieval. Also, this 
approach may not be suitable for very large document collections or batch 
operations on multiple XML documents. 
 
5.2.5 Relational Databases 
 
While it may seem odd that companies other than RDBMS vendors are providing 
XML storage solutions based on relational databases, there is in fact a good 
rationale for this approach. Vendors such as BBBB----BopBopBopBop see their role as “XML 
enabling” existing RDBMS installations that may not already be XML-enabled 
while providing an extra layer that abstracts the storage of arbitrary XML 
documents. Just like any other NXD, these solutions don’t require users to 
explicitly map XML elements or use custom BLOB-type fields to store data. In 
essence, NXDs based on relational databases operate as separate applications 
that just happen to use Oracle, IBM DB2, Microsoft SQL Server, or even 
FileMaker Pro as their storage source.  
 
52.6 Proprietary Binary Format 
 
Finally, there are a number of vendors that have produced their own proprietary, 
binary formats that store XML documents in different ways. Many of these 
techniques are patented, and thus inaccessible to ZapThink for analysis. 
CoherityCoherityCoherityCoherity and TeraTextTeraTextTeraTextTeraText provide proprietary solutions that focus on storing a wide 
range of document types and aim at solving integration-type problems beyond 
straightforward XML storage and retrieval. LazySoft LazySoft LazySoft LazySoft provides a new database 
construct – the “associative” model -- that is aimed at documents that are 
hierarchical in nature and have associations rather than relations. NeoCoreNeoCoreNeoCoreNeoCore has 
a patented approach that assigns a unique fingerprint called an “icon” to each 
XML document and then applies hashing and storage techniques to these iconic 
representations. Since all of these technologies are new, they are unproven in 

IXIASoft (TEXTMIXIASoft (TEXTMIXIASoft (TEXTMIXIASoft (TEXTML)L)L)L)    
XML Global (GoXML)XML Global (GoXML)XML Global (GoXML)XML Global (GoXML)    
XYZFindXYZFindXYZFindXYZFind    

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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 Vendor FocusVendor FocusVendor FocusVendor Focus 
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the long term. Users should be cautious and incrementally test them against 
increasingly more complex data sets. 

 
5.3 Advantages of NXDs5.3 Advantages of NXDs5.3 Advantages of NXDs5.3 Advantages of NXDs 
 
As can be implied by the name, Native XML Data stores can work directly with 
XML documents without requiring users to create mapping, transformation, or 
manipulation constructs to deal with the XML data. While RDBMS systems may 
be able to store and retrieve XML data, they can do so only by requiring the user 
to make modifications to the base relational system. NXDs hide all the 
complexity of the storage architecture and simply present the user with the 
ability to insert and retrieve XML documents. The NXD’s simplicity of storage is 
one of its main selling points. It takes considerably more programming and 
advance analysis to insert XML content in an XML-enabled RDBMS.  As 
illustrated in section 5.2 above, however, the actual technical means by which 
these insertions are accomplished varies greatly. 
 
The ability to deal with XML documents natively means that users can insert 
arbitrarily complex and variable XML documents that may or may not be based 
on a pre-defined schemas. This capability is perfect for transient XML 
documents, such as transactional messages, or flexible document formats such 
as Web pages or document-oriented content. Since the system understands, at 
its core, the nature of XML, most NXDs allow direct insertion of XML documents 
without mapping, and most often without requiring a pre-defined schema or DTD 
representation. This means that XML documents are not "shredded" into 
relational fields , resulting in greater efficiency in XML-based environments. 
 
When applications create a large volume of data originally in XML format, 
deconstructing the XML documents for storage in a relational or object-oriented 
database may not be the best approach. More likely, it would be best to simply 
insert the document intact into an XML-based “database” system that can then 
retrieve the document in whole or in parts using XML-based queries. This sort of 
functionality, namely the ability to interact with a data storage system by simply 
inserting XML documents intact and later retrieving them intact without exposing 
a relational or object-oriented database system to the user, is what is known as 
the “Native XML Data Store.” 
 
A possible implication of using an NXD is that the developer can reap the 
benefits of using a DBMS without having to worry about data modeling, database 
design, and performance tuning that concern most RDBMS-based applications. 
Since XML documents can be simply inserted into the NXD, there is no need for 
prior thought as to the structure of the database. In essence, the structure of the 
XML document describes the schema of the database. It is up to the NXD to 
properly index and optimally manage the document’s content. 
 
NXDs allow documents to retain their original form and maintain their structural 
integrity. Since XML documents can contain links and other cross-document 
references, NXDs are capable of multiple document joins involving multiple XML 
trees (known as "forests") and complex interaction of subdocument trees. In 
addition, there are a number of NXD implementations that are small enough to 
fit inside limited memory and processing power devices – definitely an 
advantage over frequently clunky RDBMS systems. 
 
5.4 Disadvantages of NXDs5.4 Disadvantages of NXDs5.4 Disadvantages of NXDs5.4 Disadvantages of NXDs    

 
NXDs are not the optimal systems for storing XML data that originates in RDBMS 
systems and will eventually end up there (i.e., when XML is just an intermediate 
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format). A side consequence of this limitation is that data in an XML-enabled 
relational database are accessible to both XML and non-XML applications, while 
NXD data stores generally do not have this capability, nor can they return data in 
a non-XML format. As a result, non-XML documents will need to communicate 
with NXDs through a middleware layer, adding inefficiency and processing cost.  
 
In many cases, querying a native XML data store will result in a set of XML 
documents that must then be further processed by the calling application. SQL 
has richer support for data manipulation than XPath or XQuery in their current 
iterations. While NXDs provide basic aggregation functionality, XML has no real 
notion of “referential integrity,” thus limiting the ability for NXDs to provide 
aggregation of data in roll-up forms such as sums and averages across multiple 
document types. NXDs also only return the documents that are inserted and do 
not allow developers to create XML results that are combined from multiple 
documents in the same flexible manner as is possible with on-the-fly XML 
document creation offered by XML-enabled RDBMS vendors. To a certain extent, 
SQL is based on a data access theory whereas XML query approaches are more 
ad-hoc.  Furthermore, all this querying capability comes to naught if the XML 
structures are relatively flat and uninteresting. The real value of NXD querying 
capability is realized within richly hierarchical and structured XML documents. 
 
While one of the main advantages to using NXDs is their ability to accept 
arbitrary XML documents in a schema independent manner, the main 
disadvantage of schema-independence is the risk of low data integrity. Some 
NXD vendors, notably Software AG (Tamino)Software AG (Tamino)Software AG (Tamino)Software AG (Tamino) have required DTDs or XML 
Schemas to precede XML document insertion, but recent releases have 
loosened this requirement. The benefit to requiring a DTD or XML Schema is that 
the database can be properly optimized by document type, and can avoid loss of 
data integrity. However, the requirement of DTDs reduces the benefit of 
extensibility within an XML document. 
 
While partially true, the fact that NXD systems simplify data modeling and 
optimization is counterbalanced by the general inefficiency of managing 
arbitrarily modeled data. Many NXD systems resort to file-processing 
applications, which is a particularly inefficient way of dealing with XML’s 
structured nature. The goal of the DBMS is to centralize and manage data 
storage through use of a carefully constructed data model, in order to leverage 
performance and scalability benefits. Thus, it is not clear if many of the NXD 
systems will scale to the same extent as current RDBMS solutions. 
 
With a few notable exceptions (Tamino and eXcelon’s XIS), the data stores 
powering NXDs are not time-tested or proven. Many of these products are 
extremely new to the market, as are the companies that produced them. The 
longevity of many NXD producing vendors is thus called into question. In 
addition, there aren’t many users skilled in Native XML database management, 
administration, or optimization. Learning NXDs will be a new opportunity, and 
challenge, for everyone. These XML-DBAs will need to relearn how to manage 
data, optimize indexes, backup systems, and handle large data stores. 
Application developers must likewise reengineer their applications to take 
advantage of XML data stores. 
 
5.5 NXD Market Size and Growth5.5 NXD Market Size and Growth5.5 NXD Market Size and Growth5.5 NXD Market Size and Growth    
 
Native XML Data stores first appeared on the market in 1999, mainly in the form 
of applications that formerly were applied to storing SGML or HTML technologies. 
The market has grown from an initial $23M in annual sales of NXD software 
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licenses and associated services to over $170M in 2001. ZapThink expects that 
sales will increase from $390M in 2002 to just under $1.6 Billion in 2005.  
 
Table 5.2: Sizing and Growth of NXD Market 1999Table 5.2: Sizing and Growth of NXD Market 1999Table 5.2: Sizing and Growth of NXD Market 1999Table 5.2: Sizing and Growth of NXD Market 1999----2005200520052005    

YearYearYearYear    1999199919991999    2000200020002000    2001200120012001    2002200220022002    2003200320032003    2004200420042004    2005200520052005    
Total Revenue $23M $69M $170M $390M $720M $1.1B $1.58B 
Annual Growth N/A 200% 146% 129% 85% 53% 44% 

Source: ZapThink, LLC 
 
The average total sale for XML databases (including license, installation 
assistance, and maintenance) is around $50,000, although some products are 
considerably less expensive, and some slightly more. The average ratio for 
support-to-license costs is about 1:1, which yields approximately 1700 NXD 
licenses sold in 2001, and more than doubling in 2002. ZapThink expects that 
average license sales will drop to $25,000 and support-to-license ratios will be 
nearer to 1:2 in 2005, yielding more than 42,000 licenses sold in 2005.  
 
Since this is an emerging market, ZapThink believes that there is a 5% 
probability of a 10% or larger actual realized market, and a 15% probability of a 
10% or smaller actual realized market. Software AG (Tamino)Software AG (Tamino)Software AG (Tamino)Software AG (Tamino) and eXcelon (XIS)eXcelon (XIS)eXcelon (XIS)eXcelon (XIS) 
account for a large number of total licenses sold to date, with other vendors, 
especially XML GlobalXML GlobalXML GlobalXML Global (GoXML)(GoXML)(GoXML)(GoXML), IXIASoft (TEXTML)IXIASoft (TEXTML)IXIASoft (TEXTML)IXIASoft (TEXTML), and NeoCore NeoCore NeoCore NeoCore rapidly gaining 
traction in the market. XXXX----Hive Hive Hive Hive has seen also good market adoption in Europe. The 
market is considerably immature, however, and it is expected that any of the 
vendors mentioned in this report may become an NXD market leader.  
 
Figure 5.1 below shows the current and projected distribution of license sales 
across the Americas, Europe, and Asia/Pacific Rim regions. 
 
FiguFiguFiguFigure 5.1: Geographic Distribution of NXD License Salesre 5.1: Geographic Distribution of NXD License Salesre 5.1: Geographic Distribution of NXD License Salesre 5.1: Geographic Distribution of NXD License Sales    
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ZapThink expects the growth rate for this rapidly emerging market to outperform 
the general software industry and match the growth of the Web Services and 
associated XML markets through 2005. 
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VI. Barriers and Alternatives to XML Data Store AdoptionVI. Barriers and Alternatives to XML Data Store AdoptionVI. Barriers and Alternatives to XML Data Store AdoptionVI. Barriers and Alternatives to XML Data Store Adoption    

    
6.1 XML6.1 XML6.1 XML6.1 XML----based Data Integration Middlewarebased Data Integration Middlewarebased Data Integration Middlewarebased Data Integration Middleware    
As implied above, one alternative to using an XML-enabled RDBMS or an NXD is 
to use middleware that can accept XML–formatted documents or queries and 
return result documents in XML format – regardless of the end data storage 
architecture. In these systems, a user interacts with the “virtual DBMS” 
application as if it was a Native XML data source, instead of interacting with a 
programmatic, visual, or integration middle layer. The user thus submits queries 
and receives results while the database transparently handles all the mapping 
and points of integration.  
 
A number of EAI and Data Integration vendors, as well as a new class of “Virtual 
DBMS” vendors that use XML as an intermediary format take this approach. 
Notably, established vendors such as webMethodswebMethodswebMethodswebMethods and VitriaVitriaVitriaVitria, and new and 
upcoming vendors such as XAware XAware XAware XAware and Nimble Technology,  Nimble Technology,  Nimble Technology,  Nimble Technology, can realize this sort 
of XML integration. One NXD vendor, CoherityCoherityCoherityCoherity, also takes this approach to XML 
integration with existing data sources.  
 
Clearly, the benefit of this approach is that data need not be migrated to 
alternate data stores. Users can aggregate information across other XML sources 
as well as RDBMS systems, and can retain their experience in managing RDBMS 
and Native XML data store systems. This capability allows an enterprise to “XML 
enable” data sources in a simple and cost-effective manner. The use of XML 
integration middleware may also be an approach taken by companies that aren’t 
in control of all the sources of XML data. For example, companies looking to 
integrate with third parties may choose to store XML documents in an NXD or 
XML-enabled RDBMS locally and use data integration technology to exchange 
documents with business partners. 
 
The major disadvantage of this approach is that while XML is generated and 
stored, there is no performance efficiency gain or improvement beyond 
attempting to map XML directly to the end data source. In fact, middleware 
components may adversely impact performance. As a result, this approach 
should only be used in integration scenarios where performance isn’t the primary 
concern. Also, the insertion of XML documents is not as straightforward as with 
other solutions. 
    
6.2 Content Management as an Alternative to NXDs?6.2 Content Management as an Alternative to NXDs?6.2 Content Management as an Alternative to NXDs?6.2 Content Management as an Alternative to NXDs?    
 
Content and Document Management solutions have long been a repository for 
document-oriented information such as SGML, HTML, and assorted document 
formats. As a result, some users are looking to Content Management (CM) 
Systems as a location for their XML content. Some vendors such as 
DocumentumDocumentumDocumentumDocumentum, InterwovenInterwovenInterwovenInterwoven, and XyEnterpriseXyEnterpriseXyEnterpriseXyEnterprise are aggressively adding XML 
features to their products and positioning themselves for use in this manner. 
 
CM systems have long been the tool of choice for storing, updating and retrieving 
structured documents in a shared repository. CM systems provide version, 
revision and access control; ability to reuse document elements; publishing of 
document components to end formats such as print and web; collaboration 
tools; support for XML editors; and limited indexing and search capabilities. In 
essence, CM systems are the “workflow” tools for XML documents that also 
happen to include a repository for the storage of those documents.  

CoherityCoherityCoherityCoherity    
Nimble TechnologyNimble TechnologyNimble TechnologyNimble Technology    
VitriaVitriaVitriaVitria    
webMethodswebMethodswebMethodswebMethods    
XAwareXAwareXAwareXAware    

 Vendor FocusVendor FocusVendor FocusVendor Focus 

DocumentumDocumentumDocumentumDocumentum    
IntIntIntInterwovenerwovenerwovenerwoven    
XyEnterpriseXyEnterpriseXyEnterpriseXyEnterprise    

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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However, CM systems do not qualify as generalized XML data stores. While they 
may be appropriately used for XML document creation, workflow, and 
management, they don’t provide any real interface for querying, return of 
document subtrees and individual elements, and are not meant for large-scale, 
highly transactional implementations. It would be quite odd to use a CM system 
as the central component of an XML-based integration solution, for example. 
However, CM solutions should and can be used in conjunction with NXD and 
XML-enabled RDBMS systems to provide greater capability for XML document 
management, especially in a content-centric environment.  
    
6.3 Architectures and Performance Challenges6.3 Architectures and Performance Challenges6.3 Architectures and Performance Challenges6.3 Architectures and Performance Challenges    
 
Both NXD and XML-enabled RDBMS solutions pose challenges in proving their 
reliability and robustness in high-transaction environments. ZapThink believes 
that companies looking to implement any XML storage architecture should first 
run the solution through a series of benchmark tests leveraging real-world XML 
data sets and implementation scenarios.  
 
6.3.1 Benchmarks 
A number of XML-centric storage benchmarks exist to address these 
performance challenges. To ZapThink’s knowledge, there have not been any 
large-scale cross-vendor tests using these benchmarks to date. 
 
XMachXMachXMachXMach----1111    
Developed at the University of Leipzig, Germany, XMach-1 is a scalable multi-
user benchmark for evaluating the performance of XML data management 
systems. It evaluates standard and non-standard linguistic features such as 
insertion, deletion, querying URL, and aggregate operations. The primary 
performance metric, Xqps, measures the query throughput of a system under 
response time constraints.  Although the proposed workload and queries are 
interesting, the benchmark has not yet been used in rigorous test environments 
and thus no performance results exist. 
 
XMarkXMarkXMarkXMark    
XMark is a recent proposal by a group of academics to assess the performance 
of XML query processors. The benchmark consists of an application scenario 
which models an Internet auction site and uses 20 XQuery operations to cover 
the essentials of XML store processing. These queries have been evaluated on 
an internal research prototype, Monet XML, to give a first baseline. 
 
X007 BenchmarkX007 BenchmarkX007 BenchmarkX007 Benchmark    
Funded by the National University of Singapore, XOO7 is an XML version of the 
OO7 object-oriented benchmark. The format uses eight queries and two insert 
operations to test several operations including count, sort, join, and existential 
functions. Given that XOO7 is an XML version of OO7, there is a possibility that 
XOO7 is currently biased toward systems that perform database features well 
and against systems that are optimized for information retrieval. 
 
6.4 Uncertain Direction of XML Standards6.4 Uncertain Direction of XML Standards6.4 Uncertain Direction of XML Standards6.4 Uncertain Direction of XML Standards    
 
Another barrier facing the adoption of XML storage systems is the lack of 
industry-wide agreement on standards for XML querying, storage, and 
manipulation. While a considerable number of NXD and RDBMS vendors are 
beginning to support low-level query languages such as XPath, there is 
divergence on the proper higher-level query format. Many NXD vendors are 
supporting XQuery while a number of RDBMS vendors are supporting SQLX, an 
XML-enhanced version of the common SQL format. There is hardly any 

ZapThink believes 
that companies 
looking to implement 
any XML storage 
architecture should 
first run the solution 
through a series of 
benchmark tests 
leveraging real-world 
XML data sets and 
implementation 
scenarios. 

 Decision PointDecision PointDecision PointDecision Point 
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agreement on update languages. Until there is agreement on query standards, 
users will be forced to adopt proprietary, immature, or non-standard query and 
update languages, locking them into vendor solutions. 
 
6.5 When Does the 8006.5 When Does the 8006.5 When Does the 8006.5 When Does the 800----pound Gorilla Enter?pound Gorilla Enter?pound Gorilla Enter?pound Gorilla Enter?    

 
We have discussed the differences between the XML-enabled RDBMS approach 
and the Native XML Data store approach to XML storage, and these approaches 
differ enough to be considered separate markets. However, there is a danger 
that RDBMS vendors will seek to add “native” XML data storage capabilities to 
their relational engines. This addition will in effect serve to make it more difficult 
for NXD vendors to sell their products against the extremely competitive RDBMS 
vendors such as Microsoft, IBM, and Oracle.  
 
The general issue has always been that RDBMS systems are not capable of 
modeling non-relational data types. However, there is an enormous amount of 
money and skill invested in RDBMS solutions, and a general desire to use these 
skills for new data types. As a result, there is increased evidence that RDBMS 
vendors are planning to incorporate the best of NXD ideas into their products. 
According to a recent IBM press release, “IBM plans to offer a database capable 
of managing objects, relational data, and XML documents.”  

 
VII. Key XML Storage and Retrieval Standards VII. Key XML Storage and Retrieval Standards VII. Key XML Storage and Retrieval Standards VII. Key XML Storage and Retrieval Standards     

    
Relational database systems use the Structured Query Language (SQL) to define 
queries that return and manipulate data. SQL works well with relationally-
structured data (and XML data mapped to relational fields), but not as well with 
the hierarchical nature of XML documents. As a result, a number of initiatives 
exist to deal with XML-centric data query, insertion, and update operations.  
 
Over the past two years, almost a dozen different specifications for XML data 
querying have emerged including Lorel, Quilt, UnQL, XDuce, XML-QL, XPath, XQL, 
XQuery and YaTL. Only a key few of these specifications are gaining actual 
traction and support of the W3C. These specifications are featured below.  
 
7.1 XPath7.1 XPath7.1 XPath7.1 XPath    
Supported by the majority of NXD vendors and some XML-enabled RDBMS 
vendors, XPath (XML Path Language) provides XML document query by specifying 
a notation for navigating through the hierarchical structure of an XML document. 
It operates on the abstract, logical structure of an XML document as a tree of 
nodes. XPath has also been extended to allow queries across collections of 
documents.  
 
XPath works by addressing the parts of an XML document by utilizing a 
hierarchical syntax that resembles file system or URL nomenclature. XPath 
operates on the abstract, logical structure of an XML document, rather than its 
surface syntax. The format returns nodes that exist in the data model of a 
document and include text nodes, element nodes, attribute nodes, root nodes, 
namespace nodes, processing instruction nodes, and comment nodes. The 
specification then adds functions that interact with selected data, provide 
information about document nodes, and manipulate strings, numbers, and 
Boolean values. These functions can be extended by developers. Figure 7.1 
below illustrates a few sample XPath queries and their intended results. 
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Figure 7.1: Sample XPath QueriesFigure 7.1: Sample XPath QueriesFigure 7.1: Sample XPath QueriesFigure 7.1: Sample XPath Queries    
/customer/name 
Return all name elements that are children of the root element customer. 
 
//phone_number 
Selects all phone_number elements in the document. 
 
/customer/* 
Selects all child elements of the root element customer. 
 
/customer[@custid] 
Selects all custid attributes of the customer elements in the document. 
 
//*[name()='phone_num'] 
Selects all elements that are named “phone_num”. 
 
/customer/name/ancestor::* 
Selects all ancestors of all the name elements that are children of the customer 
element  
 
One of XPath’s main disadvantages is that it wasn’t really designed to be a 
generalized database query language. Some of the more glaring XPath 
limitations include a lack of grouping, sorting, cross document joins, and support 
for data types. Many of these issues can be resolved by utilizing XSLT to fill the 
gaps, but a more generalized, data-oriented language should be developed. Also, 
due to the fact that XPath is intended to be used within XML attributes and in 
URIs, it uses a non-XML format that presents an additional skill for developers to 
learn.  
 
7.2 XQuery7.2 XQuery7.2 XQuery7.2 XQuery    
XQuery provides a query language that uses XML structure to express intelligent 
queries across XML data sources. Developed by the W3C as a conglomeration of 
a number of XML query formats, XQuery provides expressions that fall into 
several types: path expressions, element constructors, FLWR (For, Let, Where, 
Return) expressions, expressions involving operators and functions, conditional 
expressions, quantified expressions, and expressions that test or modify 
datatypes. The syntaxes for these expressions can vary widely – indicative of the 
process by which XQuery was developed. 
 
XQuery has a sophisticated type system that is based on XML Schema, and can 
also manipulate document nodes similar to XPath. XQuery can operate on any 
well-formed document fragments or collections of documents. Samples of 
XQuery expressions are shown below in Figure 7.2. 
 
Figure 7.2: Sample XQuery ExprFigure 7.2: Sample XQuery ExprFigure 7.2: Sample XQuery ExprFigure 7.2: Sample XQuery Expressionsessionsessionsessions    
document("customer.xml")//cust_id[2 TO 5]//name 
Find all the names for cust_id 2 through 5 in the “customer.xml” document  
 
<emp empid = {$id}> 

{$name}  
{$job} 

</emp> 
Generate an <emp> element that has an “empid” attribute populated by values 
from other parts of the query  
 
FOR $b IN document("customer.xml")//book 

WHERE $b/name = "Sidney Potter" 
AND $b/empdate = "1998" 
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RETURN $b/purchase 
List the purchases for all customers named “Sidney Potter” with an employment 
date of 1998. 
 
FOR $b IN //customer 

WHERE SOME $p IN $b//desc SATISFIES 
(contains($p, "law") AND contains($p, "health")) 

RETURN $b/title 
Find all customers in which “law” and “health” are mentioned in the description 
field.  
 
NAMESPACE xsd = "http://www.w3.org/2001/XMLSchema" 
DEFINE FUNCTION depth($e) RETURNS xsd:integer  
{ 
IF (empty($e/*)) THEN 1 
ELSE max(depth($e/*)) + 1 
} 
depth(document("partlist.xml")) 
A User-defined function to find the maximum depth of the document named 
“partlist.xml.” 
 
The W3C is also working towards creating an alternate version of XQuery that has 
the same semantics but uses an XML based syntax called XqueryX instead. 
 
7.3 XLink7.3 XLink7.3 XLink7.3 XLink    
XLink enables users to link XML documents using simple links that are roughly 
equivalent to HTML hyperlinks, as well as very complex links that can refer to an 
arbitrary number of resources. XLink is being used in XML data store systems to 
allow multi-document queries and responses. 
 
7.4 The Document Object Model (DOM) and Simple API for XML (SAX)7.4 The Document Object Model (DOM) and Simple API for XML (SAX)7.4 The Document Object Model (DOM) and Simple API for XML (SAX)7.4 The Document Object Model (DOM) and Simple API for XML (SAX)    
The Document Object Model (DOM) provides a generalized, programmatic API to 
access XML document parts. Defined by the W3C, the DOM simplifies access 
and manipulation of XML documents. The DOM defines a document object that 
represents the document, which includes properties and methods and 
encapsulates the hierarchy of the XML document as contained objects. 
Therefore, the DOM interface provides a standard way to access XML documents 
at any level of the hierarchy. Many NXD and XML-enabled RDBMS vendors are 
exposing XML documents using the DOM, facilitating query and access. Some 
NXD vendors, notably InfonyteInfonyteInfonyteInfonyte, are even persisting the DOM as their primary 
storage architecture. SAX is another programmatic means for accessing XML 
data structures by means of an event-driven interface.  
    
7.5 Z39.50 Search and 7.5 Z39.50 Search and 7.5 Z39.50 Search and 7.5 Z39.50 Search and Retrieval ProtocolRetrieval ProtocolRetrieval ProtocolRetrieval Protocol    
Z39.50, originally proposed in 1984 for use with bibliographic information, is a 
client/server based protocol that specifies procedures and structures for a client 
to search a database provided by a server, retrieve database records identified 
by a search, scan a term list, and sort a result set. Access control, resource 
control, extended services, and a “help” facility are also supported. The protocol 
addresses communication among corresponding information retrieval 
applications, the client, and the server (which may reside on different 
computers). Since Z39.50 has long been in use to query large volumes of 
structured text, it may make sense to adopt this protocol for XML data store use. 
Currently, only TeraTextTeraTextTeraTextTeraText uses Z39.50 for XML document queries.  
 
7.6 WebDAV7.6 WebDAV7.6 WebDAV7.6 WebDAV    
Web Distributed Authoring and Versioning (WebDAV) is a content management 
specification that allows users to manage document editing and creation using 

InfonyteInfonyteInfonyteInfonyte    

 Vendor FocusVendor FocusVendor FocusVendor Focus 

TeraTextTeraTextTeraTextTeraText    

 Vendor FocusVendor FocusVendor FocusVendor Focus 



ZapThink Research: XML Data Storage Technologies and Trends March 2002   

Copyright © 2002 ZapThink, LLC  31 

ZapThink, LLC  11 Willow Street, Suite 200 Waltham, MA 02453 info@zapthink.com  www.zapthink.com

XML over HTTP. A number of NXD and Content Management vendors have 
looked to add WebDAV capabilities to their system to simplify the management 
of XML documents.  
 
7.7 XUpdate7.7 XUpdate7.7 XUpdate7.7 XUpdate    
Lead by the XML:DB Initiative, the XUpdate specification is an XML-based query 
framework for performing XML data store updates, An update in the XUpdate 
language is expressed as an XML document. XUpdate makes extensive use of 
XPath for selecting elements for updating and for conditional processing, and 
uses XSLT for transformation. XUpdate is as yet a quite immature format and is 
not supported yet by many XML-enabled RDBMS or NXD vendors. 
  
7.8 Support for XML Data Query standards by XML Storage Vendors7.8 Support for XML Data Query standards by XML Storage Vendors7.8 Support for XML Data Query standards by XML Storage Vendors7.8 Support for XML Data Query standards by XML Storage Vendors    
 
Table 7.1: XML Storage Vendor Support for XML Data Query Standards Table 7.1: XML Storage Vendor Support for XML Data Query Standards Table 7.1: XML Storage Vendor Support for XML Data Query Standards Table 7.1: XML Storage Vendor Support for XML Data Query Standards     
VendorVendorVendorVendor    XPathXPathXPathXPath    XQueryXQueryXQueryXQuery    XLinkXLinkXLinkXLink    XUpdateXUpdateXUpdateXUpdate    DOMDOMDOMDOM    SAXSAXSAXSAX    SQLXSQLXSQLXSQLX    WebDAVWebDAVWebDAVWebDAV    Z39.50Z39.50Z39.50Z39.50    

B-Bop               
Birdstep              
Coherity              
Excelon               
IBM DB2                  
Infonyte     

(XQL) 
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IXIAsoft “XPath-

like” 
               

Lazy 
Software 

                  

Microsoft       Update-
Gram  

         

NeoCore                  
Oracle 9i                   
Tamino  X-Query               
TeraText                  
X-Hive               
XML 
Global 

                

XYZFind                 
Source: ZapThink, LLC 

 
In addition, some NXD and XML-enabled RDBMS solutions provide validation 
using DTDs and XML Schema, while others also provide a proprietary schema 
language for document collections. In the future it is likely that W3C XML 
Schema will emerge as the schema language of choice for NXDs. However, 
current support is limited. 
 

VIII. ROI for XML StorageVIII. ROI for XML StorageVIII. ROI for XML StorageVIII. ROI for XML Storage    
 
8.1 Immediate and Significant ROI: Taking advantage of the “X” in XML8.1 Immediate and Significant ROI: Taking advantage of the “X” in XML8.1 Immediate and Significant ROI: Taking advantage of the “X” in XML8.1 Immediate and Significant ROI: Taking advantage of the “X” in XML    
 
As with all new, emerging technologies, developers tend to apply current usage 
patterns and paradigms to new technologies without taking advantage of the 
new capabilities the format allows. In the case of XML, rather than simply 
mapping existing relational or structured data formats to XML, organizations can 
realize significant ROI by taking advantage of the extensible nature of XML. XML 
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can be used to aggregate and combine data from a variety of sources, keeping 
their inherent structure and meaning intact without adversely impacting 
performance and flexibility. Since different data feeds can be accepted from 
multiple sources and data types, XML can be used as the common format for 
integrating these various data feeds. The improvement in ROI here comes from 
an efficiency gain in data storage that wouldn’t be realizable by mapping all data 
sources to a single format or storage architecture. Thus, users can realize an 
immediate productivity and efficiency gain by using XML-aware data stores as a 
“cache” and aggregator for disparate data sources, integrating with the cache 
using XML queries and files. 
 
8.8.8.8.2 Enabling Integration2 Enabling Integration2 Enabling Integration2 Enabling Integration    
 
Organizations can realize immediate and significant ROI by adopting an XML-
centric or Web Services-centric approach towards integration. By wrapping 
system functionality in Web Services standards, companies can integrate 
machines using an open, platform-neutral, and standards-based technology 
platform. Service-Oriented Integration (SOI), which takes this approach, provides 
a single architectural framework for both internal as well as external integration. 
SOI’s simplicity as a cohesive technology architecture, rather than a hodge-podge 
of different technologies, will greatly simplify integration efforts, thus reducing 
integration cost, time, and long-term support.  
 
An ROI evaluation of Service-Oriented Integration technologies can follow the 
same lines as an evaluation of EAI or B2Bi integration technologies; however, 
one can make a single investment in SOI and achieve a return in both types of 
integration. EAI costs include architecture, integration, and operations. 
Architecture costs include integration development, execution and operations 
environments, and contain license costs, the cost of new hardware required to 
develop, run and monitor integrations, and the cost to implement architectural 
software and hardware. Around 80% of architecture costs are incurred within 6 
months of implementation, while additional expenses may be incurred for 
hardware or licenses as usage spreads. With SOI, the architectural costs are 
driven by the availability of SOI approaches and the number of nodes that are 
capable of being exposed as Web Services. An SOI implementation requires a 
higher initial architectural investment than does a custom solution, but is much 
lower than typical EAI solutions.  
 
All components of the SOI approach must be stored and cached in order to allow 
for long-lived transactions, auditing, and the usage of UDDI registries. It is clear 
that ordinary RDBMS and file systems are incapable of meeting these needs. As 
a result, the drive towards SOI will drive the adoption of XML data stores. 
Significant ROI can be realized by utilizing an XML-aware data store in order to 
enable and facilitate service-oriented integration, thus sparing unnecessary 
development time spent on mapping XML data to ill-fitting data storage 
architectures. The economic benefits of SOI are so significant that it can often be 
justified in a single project and provide substantial additional benefits from that 
point forward.  
 
8.3 Significant ROI: Enabling Content Reuse8.3 Significant ROI: Enabling Content Reuse8.3 Significant ROI: Enabling Content Reuse8.3 Significant ROI: Enabling Content Reuse    
 
Organizations can realize immediate and short-term ROI by encoding their 
publishing content in XML and storing that content in a repository for later 
assembly and transformation to end content formats. On average, organizations 
can reduce their publishing expense by 46% by adopting an XML-centric means 
for document development, assembly, and distribution. 
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There are three main sources of investment for Single-Source Publishing (SSP): 
document creation, content management, and document publishing and 
distribution. Document creation is the area where the greatest cost savings can 
be realized; however, it is also the area where the greatest investment is needed 
– operator training (unless an “embedded” XML authoring tool is used), 
document encoding, and software license costs all add to costs that would not 
be incurred using a standard word processor-based approach. However, the 
return comes from the ability to reuse, repurpose, and search that content once 
stored in the content management (CM) system. In this regard, XML storage is a 
critical component of any Single Source (or multi-channel) Publishing system. 
Whether stored in an NXD, an XML-enabled RDBMS, or a proprietary CM system, 
users can make use of XML’s capability to separate content from presentation.  
 
8.4 XML Data Storage Evaluation Criteria8.4 XML Data Storage Evaluation Criteria8.4 XML Data Storage Evaluation Criteria8.4 XML Data Storage Evaluation Criteria    
 
Given the wide variety of choices for how to store XML data, ZapThink has 
prepared a short list of evaluation criteria and questions in the bullet list below to 
be addressed in consideration of the appropriate data store.  
 Identify current scope of existing data storage 

• Where is the information stored now? 
• On what platforms does this information reside? 

 Identify structure of existing data 
• Relational data stored in RDBMS 
• Data stored in other database formats (OODBS, dbase, etc) 
• Structured files (SGML, HTML, XML, etc.) 
• Semi-structured files (EDI, CSV, PDF, Excel, etc.) 
• Unstructured files (text, Word, etc.) 

 Determine Major Problem to be Solved 
• Integration (EAI or B2Bi) 
• Content Management or Publishing (web or print) 
• Other 

 Determine Requirements for Transformation / Mapping 
• Transform, Query, Store, Retrieve, Update 
• File conversion to XML 
• Examine existing relational structure to identify XML element and 

attribute mapping requirements 
• Determine how multiple rows with the same key should be mapped 

to XML (as multiple elements or attributes) 
• Generate XML documents based on existing table schema?  
• XML element/attribute names synchronized with relational column 

names? 
• Generate XML documents from more than one table? 

 Determine Query Requirements 
• Full-text search vs. element /attribute search 
• Transaction architecture 
• Existing skill set 
• Application access methods – ODBC, JDBC, SQL 
• Use of emerging XML specifications 
• Requirement to join with relational or other data? 
• Determine the key search criteria, identify elements and attributes 

 Determine data access characteristics 
• Read only vs. update 
• Performance, scalability/robustness requirements 
• Is entire XML document needed intact, or just data? Can the XML 

document be generated on the fly? 
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 Identify Resource Capabilities 
• Time 
• Financial investment 

 Model XML Data in DTD or XML Schema format 
• Determine number of different data models required 
• Small set of XML data types, large set, or arbitrary? 

 Software and Tool Evaluation 
• Meets above requirements 
• Includes data integration capabilities, if required 
• Skill set requirement 
• Support for XSLT  
• Support for DOM / SAX access methods 

 Pilot  
• Select typical application with gradual predictable workload 
• There is some caution using BLOB/CLOB from within JDBC 
• Client/Server vs. Web deployment 
• Identify performance characteristics 
• Identify continued integration needs 

 
IX. Market Size and Future TrendsIX. Market Size and Future TrendsIX. Market Size and Future TrendsIX. Market Size and Future Trends    

 
9.1 Market Adoption of XML Data Stores: The Outlook Through 20059.1 Market Adoption of XML Data Stores: The Outlook Through 20059.1 Market Adoption of XML Data Stores: The Outlook Through 20059.1 Market Adoption of XML Data Stores: The Outlook Through 2005    
 
In general, the market for XML data stores is increasing at an impressive rate of 
378% in its first year and sustained 100% or greater growth rates through 2004. 
Overall, the revenue of the XML data store market is expected to grow from $110 
million in 2000 to about $4.07 billion in 2005.  
 
Table 9.1: Growth of Aggregate XML Data Store MarketTable 9.1: Growth of Aggregate XML Data Store MarketTable 9.1: Growth of Aggregate XML Data Store MarketTable 9.1: Growth of Aggregate XML Data Store Market 1999 1999 1999 1999----2005 ($MM)2005 ($MM)2005 ($MM)2005 ($MM)    

    1999199919991999    2000200020002000    2001200120012001    2002200220022002    2003200320032003    2004200420042004    2005200520052005    
XML-enabled 
RDBMS 0 20 66 195 550 1325 2490
Native XML 
Data Store 23 69 170 390 720 1100 1580
Total Market 23 89 236 585 1270 2425 4070
Total AGR - 287% 165% 148% 117% 91% 68%

Source: ZapThink, LLC 
 
Figure 9.1 below illustrates the growth of the aggregate XML data storage 
markets including both the XML-enabled RDBMS and NXD solutions. 
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Figure 9.1: Growth of Aggregate XML Storage MarketFigure 9.1: Growth of Aggregate XML Storage MarketFigure 9.1: Growth of Aggregate XML Storage MarketFigure 9.1: Growth of Aggregate XML Storage Market    
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In a recent study of XML data store purchasing habits by Intellor, over 40% of 
respondents were not sure what approach they would take for XML data storage, 
although early trends seem to imply a movement to XML-enabled data storage 
over the next 12 months. 
 
Figure 9.2: XML Storage ArchitectFigure 9.2: XML Storage ArchitectFigure 9.2: XML Storage ArchitectFigure 9.2: XML Storage Architecture Implementation Choices ure Implementation Choices ure Implementation Choices ure Implementation Choices     
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These findings should not come as a complete surprise since NXDs are a 
relatively new technology, and there is a tendency to use familiar technologies 
for new problems – in this case adapting RDBMS solutions to XML data storage 
needs. Even though the percentage is significantly higher for XML-enabled 
databases, these vendors should not become complacent. 
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9.2 Trend: Embedding of XML Data Stores9.2 Trend: Embedding of XML Data Stores9.2 Trend: Embedding of XML Data Stores9.2 Trend: Embedding of XML Data Stores    
 
As XML becomes increasingly part of other applications and devices, the 
likelihood of organizations purchasing separate XML storage applications 
becomes less likely. Instead, there is a greater trend to “embed” XML data 
storage technology within applications such as Content Management solutions, 
Web Services frameworks, EAI and B2Bi integration platforms, Publishing 
solutions, and even wireless devices. As a result, a number of NXD vendors are 
pursuing an OEM or ISV-only approach to selling or licensing their technology. 
Notably, InfoInfoInfoInfonytenytenytenyte and BirdstepBirdstepBirdstepBirdstep are pursuing this approach and have looked to 
OEM their solutions to a number of vendors.  
    
9.3 Web Services Support in XML Data Stores9.3 Web Services Support in XML Data Stores9.3 Web Services Support in XML Data Stores9.3 Web Services Support in XML Data Stores    

 
The issue of Web Services support within NXD and XML-enabled data stores is 
becoming increasingly critical. There are actually three different types of support 
for Web Services within XML data stores: 

 The ability to make SOAP calls to access data store functionality 
 The ability for XML data stores to store SOAP messages and WSDL 

definitions 
 The ability for XML data stores to function as UDDI registries. 

 
Obviously, the different XML data store vendors support these functionalities to 
different degrees. Many, if not most, of the XML data store vendors have added 
or are planning to add inbound SOAP capability to handle queries and return 
responses. All NXD vendors can store WSDL definitions and SOAP messages to 
some extent, but hardly any function as UDDI registries. 
 
Table 9.2: Web Services Support in XML Data StoresTable 9.2: Web Services Support in XML Data StoresTable 9.2: Web Services Support in XML Data StoresTable 9.2: Web Services Support in XML Data Stores    

VendorVendorVendorVendor    Process Process Process Process     
SOAP RequestsSOAP RequestsSOAP RequestsSOAP Requests    

Store WSDLStore WSDLStore WSDLStore WSDL    
DefinitionsDefinitionsDefinitionsDefinitions    

Function as Function as Function as Function as     
UDDI RegistryUDDI RegistryUDDI RegistryUDDI Registry    

B-Bop       
Birdstep      
Coherity      
EXcelon      
IBM DB2       
Infonyte       
Ipedo      
IXIAsoft     
Microsoft      
NeoCore       
Oracle 9i      
Tamino     
TeraText        
X-Hive     
XML Global     
XYZFind      

Source: ZapThink, LLC 
 
The building of UDDI registries on top of XML data stores represents an 
opportunity for XML-enabled RDBMS systems and a threat to NXDs. The rationale 
will be, “If I can use my RDBMS as a UDDI repository, why can’t I use to store any 
XML document type?” And, that will be correct. Therefore, NXD vendors must 

The building of UDDI 
registries on top of 
XML data stores will 
soon become 
increasingly 
important because 
users will be tempted 
to build UDDI 
registries on top of 
existing data stores. 
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support or demonstrate UDDI repository capability or potentially be squeezed out 
of that market. 
 
9.4 Value9.4 Value9.4 Value9.4 Value----Adding XML StorageAdding XML StorageAdding XML StorageAdding XML Storage    
 
Another trend in XML data stores is the value-adding of the store itself by adding 
adjunct functionality such as transformation, mapping, and analysis tools. Many 
vendors offer in-product capability to perform XSLT transforms. This is a 
requirement of XML-enabled RDBMS vendors since they must be able to 
generate XML documents on the fly. IBMIBMIBMIBM produces a tool suite called WebSphere WebSphere WebSphere WebSphere 
Studio Application Developer (WSAD)Studio Application Developer (WSAD)Studio Application Developer (WSAD)Studio Application Developer (WSAD) that incorporates a great many XML tools 
such as turning DTD into schemas, generating schemas from sample doc, XSLT 
transformation, and generation of mapping files, among other functionality. 
 
Other vendors, such as XXXX----Hive, XML Global,Hive, XML Global,Hive, XML Global,Hive, XML Global, and BBBB----BopBopBopBop, provide integration with 
XML creation tools such as Altova’s XML SpyAltova’s XML SpyAltova’s XML SpyAltova’s XML Spy and SoftQuad’s XMetal. SoftQuad’s XMetal. SoftQuad’s XMetal. SoftQuad’s XMetal. XYZFind 
supports the proprietary “Transquery” specification that provides “a high-
performance alternative to having to parse new documents on the fly in order to 
perform a query and/or transform.” Microsoft SQL ServerMicrosoft SQL ServerMicrosoft SQL ServerMicrosoft SQL Server provides support for 
XML Views, Updategrams, Diffgrams, XML Bulkload, URL queries, Templates, 
SQLXML OLEDB, and other integration features. CoherityCoherityCoherityCoherity has extensive 
functionality for data and enterprise application integration, with an emphasis on 
Customer Relationship Management (CRM) features. 
  
These features will become increasingly important as XML data store vendors 
seek to make their products a central, and necessary, part of the overall 
enterprise architecture. 
 
9.5 XML Metadata Mining9.5 XML Metadata Mining9.5 XML Metadata Mining9.5 XML Metadata Mining    
 
Companies such as Scientio Scientio Scientio Scientio are adding the capability to “mine” XML documents 
for data. While XML data are fundamentally tree-based and hierarchical, most 
data that are currently mined are table-based and relational. Many existing data 
mining algorithms don’t work well with sparse data, and XML is a great example 
of sparse data, when some nodes contain information while others do not. For 
example, some organizational resource nodes contain salary sub-nodes, while 
others do not. This situation provides sparse data that most existing relational 
data mining systems can’t handle. As a result, a whole new category of XML-
oriented data mining vendors will emerge, or force the same sort of Business 
Intelligence and Data Mining industry transformation that the RDBMS vendors 
are experiencing today. 
 

X. ConclusionsX. ConclusionsX. ConclusionsX. Conclusions    
 

Even though the market is still in its infancy, with XML use growing exponentially, 
the emerging support of XML by established organizations and the unique 
requirements of XML are creating a need for a new breed of data storage 
application. Whether this will be provided by XML-enabled RDBMS vendors, 
Native XML Data store vendors, or a combination of both remains to be seen. 
ZapThink believes that both storage architectures have their place in the 
marketplace for different needs and storage paradigms. It is up to the user to 
use them appropriately, however. XML-enabled RDBMS solutions provide an 
easy way to extend current storage architectures to deal with XML documents, 
while NXDs handle the flexibility, features, and hierarchical storage requirements 
of XML in a more credible fashion.   
 

ScientioScientioScientioScientio    

 Vendor FocusVendor FocusVendor FocusVendor Focus 
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Organizations are thus required to choose between staying with existing, proven 
technologies along with their restrictions and performance implications, or move 
to a newer breed of storage architecture that is capable of delivering higher 
performance with much greater flexibility, but has yet to prove itself. In the end, it 
will be Web Services, Content Management, and Integration requirements that 
may shift the balance. 
 
10.1 Key Notes 10.1 Key Notes 10.1 Key Notes 10.1 Key Notes     

 How XML is used dictates the characteristics of the storage technology 
chosen. 

 Even though over 80% of an enterprise’s content exists in an 
unstructured format, only an average of 18% of IT storage budgets are 
allocated to unstructured data storage.  

 In most implementations of the SOAP models, some sort of repository or 
temporary storage structure is needed to allow for robust, multi-user 
access of Web Services.  

 Experience with the Web has proven that as unstructured content 
proliferates, locating individual resources becomes increasingly more 
complex. 

 Many users are looking to leverage their existing investments in RDBMS 
systems, management, and skilled resources to store XML content. In 
many ways, XML is just another representation of data, so why should it 
not belong in a relational database? 

 There is a tremendous desire by IT organizations not to “throw out the 
baby with the bath water” and look for ways to leverage their existing 
RDBMS investments to store XML data. 

 XML documents that allow for highly optional or freely inserted 
hierarchical elements can wreak havoc with traditional relational 
databases. 

 In general, RDBMS architectures are optimized for relationally oriented 
data, and not optimized for text. 

 Rather than being forced to map XML documents to an alternate data 
representation format or insert an entire XML document into a single 
field, the Native XML Data Store (NXD) can accept XML documents for 
storage and retrieval without any modifications, mapping, or 
transformations. 

 The primary value of NXDs is not so much their performance, but rather 
their inherent understanding of XML capabilities. 

 ZapThink expects that the W3C will standardize XML updating 
capabilities within the next 6-12 months. 

 The NXD market has grown from an initial $23M in annual sales of NXD 
software licenses and associated services to over $170M in 2001. 
ZapThink expects that sales will increase from $390M in 2002 to just 
under $1.6 Billion in 2005. 

 Until there is agreement on XML Query standards, users will be forced 
to adopt proprietary, immature, or non-standard query and update 
languages, locking them into vendor solutions. 

 There is increased evidence that RDBMS vendors are planning to 
incorporate the best of NXD ideas into their products. 

 The building of UDDI registries on top of XML data stores will soon 
become increasingly important because users will be tempted to build 
such registries. 

 
10.2 Decision Points10.2 Decision Points10.2 Decision Points10.2 Decision Points    

 ZapThink believes that companies looking to implement any XML 
storage architecture should first run the solution through a series of 
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benchmark tests leveraging real-world XML data sets and 
implementation scenarios. 

 Organizations can realize significant and immediate ROI by taking 
advantage of the extensible nature of XML -- using XML data stores as 
an aggregator and integration point for multiple disparate data sources. 

 Organizations can realize significant ROI by utilizing an XML-aware data 
store in order to enable and facilitate Service-Oriented Integration, thus 
sparing unnecessary development time spent on mapping XML data to 
ill-fitting data storage architectures. 

 On average, organizations can reduce their publishing expense by 46% 
by adopting an XML-centric means for document development, 
assembly, and distribution. 

 
10.3 Figures10.3 Figures10.3 Figures10.3 Figures    

 Figure 2.1: Percent of IT Storage Resources Allocated to Different 
Architectures 

 Figure 2.2: Sources of Structured and Unstructured Content in the 
Enterprise 

 Figure 4.2a: Custom XML Mapping to RDBMS - the XML document 
 Figure 4.2b: Custom XML Mapping to RDBMS - the XSLT transform 
 Figure 4.2c: Custom XML Mapping to RDBMS - The Final Mapped Result 
 Figure 4.3: Sample implementation of BLOBs for XML storage 
 Figure 4.4: Percentage of RDBMS Licenses Sold for Application Use 
 Figure 5.1: Geographic Distribution of NXD License Sales 
 Figure 7.1: Sample XPath Queries 
 Figure 7.2: Sample XQuery Expressions 
 Figure 9.1: Growth of Aggregate XML Storage Market 
 Figure 9.2: Survey Responses for XML Storage Architecture 

Implementations 
 

10.4 Tables10.4 Tables10.4 Tables10.4 Tables    
 Table 2.1: XML Storage Options and Architecture Bias 
 Table 4.1: XML-Enabled RDBMS Vendors 
 Table 5.1: Underlying Storage Architecture for NXD Solutions 
 Table 5.2: Sizing and Growth of NXD Market 1999-2005 
 Table 7.1: XML Storage Vendor Support for XML Data Query Standards  
 Table 9.1: Growth of Aggregate XML Data Store Market 1999-2005 

($MM) 
 Table 9.2: Web Services Support in XML Data Stores 

 
XI. Profiled VendorsXI. Profiled VendorsXI. Profiled VendorsXI. Profiled Vendors    

 
11.1 XML11.1 XML11.1 XML11.1 XML----Enabled RDBMS VendorsEnabled RDBMS VendorsEnabled RDBMS VendorsEnabled RDBMS Vendors    
 
IBM 

Please see ZapNote ZTZN-1050 
 
Microsoft 

Please see ZapNote ZTZN-1066 
 
Oracle 

Please see ZapNote ZTZN-1076 
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11.2 Native XML Data Stores11.2 Native XML Data Stores11.2 Native XML Data Stores11.2 Native XML Data Stores    
 
B-Bop - Xfinity 

Please see ZapNote ZTZN-0204 
 
Birdstep 

Please see ZapNote ZTZN-1012 
 
Coherity – Coherity XML Database  

Coherity is no longer in business 
 
eXcelon (now Sonic Software)- Extensible Information Server (XIS) 

Please see ZapNote ZTZN-0205 
 
Infonyte - Infonyte DB 

Please see ZapNote ZTZN-0124 
 
Ipedo - Ipedo XML Database 

Please see ZapNote ZTZN-0151 
 
IXIASoft 

Please see ZapNote ZTZN-1056 
 
Lazy Software 

Please see ZapNote ZTZN-1060 
 
NeoCore - NeoCore XMS (XML Information Management System)  

NeoCore is no longer in business 
 
Software AG - Tamino 

Please see ZapNote ZTZN-0116 
 
X-Hive -  X-Hive/DB 

Please see ZapNote ZTZN-0200 
 
XML Global - GoXML DB 

Please see ZapNote ZTZN-0134 
 
XYZFind (Now Interwoven) - XYZFind 

Please see ZapNote ZTZN-0117 
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A.A.A.A.    Related ResearchRelated ResearchRelated ResearchRelated Research    

 
ReportsReportsReportsReports    

 
 Web Services Technologies and Trends Report (ZT-WEBSRV) 
 XML in the Content Lifecycle Report (ZTR-CL100) 
 Service-Oriented Integration Report (ZTR-WS101) 
 XML in Financial Services Report (ZTR-VI100) 
 XML Data Storage Multi-Client Study (ZTR-ST102) 

 
ZapNotesZapNotesZapNotesZapNotes    

 
 Documentum ZapNote (ZTZN-0240) 
 Interwoven ZapNote (ZTZN-0157) 

 
B.B.B.B.    Supporting ResourcesSupporting ResourcesSupporting ResourcesSupporting Resources    

 
Ronald Bourret’s XML Database site: 
http://www.rpbourret.com/xml/XMLDatabaseProds.htm 
http://www.rpbourret.com/xml/XMLAndDatabases.htm 
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ZapThink is an IT market intelligence firm that provides trusted advice and critical insight into 
XML, Web Services, and Service Orientation. We provide our target audience of IT vendors, 
service providers and end-users a clear roadmap for standards-based, loosely coupled 
distributed computing – a vision of IT meeting the needs of the agile business. 

ZapThink’s role is to help companies understand these IT products and services in the context 
of SOAs and the vision of Service Orientation. ZapThink provides market intelligence to IT 
vendors who offer XML and Web Services-based products to help them understand their 
competitive landscape and how to communicate their value proposition to their customers 
within the context of Service Orientation, and lay out their product roadmaps for the coming 
wave of Service Orientation. ZapThink also provides implementation intelligence to IT users 
who are seeking guidance and clarity into how to assemble the available products and 
services into a coherent roadmap to Service Orientation. Finally, ZapThink provides demand 
intelligence to IT vendors and service providers who must understand the needs of IT users as 
they follow the roadmap to Service Orientation. 

ZapThink’s senior analysts are widely regarded as the “go to analysts” for XML, Web Services, 
and SOAs by vendors, end-users, and the press. They are in great demand as speakers, and 
have presented at conferences and industry events around the world. They are among the 
most quoted industry analysts in the IT industry. 

ZapThink was founded in October 2000 and is headquartered in Waltham, Massachusetts. Its 
customers include Global 1000 firms, public sector organizations around the world, and many 
emerging businesses. ZapThink Analysts have years of experience in IT as well as research 
and analysis. Its analysts have previously been with such firms as IDC and ChannelWave, and 
have sat on the working group committees for standards bodies such as RosettaNet, UDDI, 
CPExchange, ebXML, EIDX, and CompTIA. 

Call, email, or visit the ZapThink Web site to learn more about how ZapThink can help you to 
better understand how XML and Web Services impact your business or organization. 
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